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Abstract

Over time, humans have created vast archives of unstructured textual data that
remain largely inaccessible to contemporary researchers. Advances in optical
character recognition (OCR), full-text search, and large language models (LLMs)
offer unprecedented opportunities to unlock insights from historical source ma-
terial by making it technically and economically feasible to analyze these data.
We present a framework to consider the various costs and trade-offs of different
methods for working with a large corpus of images containing unstructured text.
We illustrate this framework and present performance statistics via a case study
identifying racial restrictions in 5.1 million images of Philadelphia property deeds
from 1910-1965. We find 8,395 deed images containing a racial restriction, which
we estimate to cover more than 6% of all parcels in Philadelphia.
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1 Introduction

For thousands of years, humans have created vast archives of unstructured textual
data. This unstructured textual data include materials like diary and journal entries;
meeting minutes; organization bylaws; individual and business ledger books; property
transfers; birth, death, and marriage certificates; records of immigration and natural-
ization; and shipping and business inventories. Unfortunately, much of this information
remains largely inaccessible to contemporary researchers.

Many administrative documents—such as property deeds or mortgage documentation—
have been digitized in the sense of digital imaging. However, this format is unsuitable
for large-scale analysis because the actual content of the image is not machine-readable.
Gathering, much less analyzing, data from millions of images of text is not feasible as
a manual task and must be automated as far as possible.

Advances in optical character recognition (OCR), full-text search, and large lan-
guage models (LLMs) offer unprecedented opportunities to unlock insights from his-
torical source material by making it technically and economically feasible to extract,
process, and analyze these data.

We propose a framework that considers when to use tools in ensemble, how to
quantify trade-offs, and how to enable flexibility in the research process. While the
quantitative results of this paper will eventually be out of date, balancing these consid-
erations will remain essential regardless of the technological frontier.

We explore practical considerations of incorporating LLMs in research involving a
large corpus of unstructured text embedded in images. We argue that LLMs, in their
present iteration, are not a silver bullet but work best in ensemble with other established
methods. We evaluate the performance and cost of various combinations of both open-
and closed-source OCR models and LLMs on a subset of 279,000 images of Philadelphia
property deeds from 1910-1965.

Independent of our interest in housing economics, the deeds in our data provide a
wide range of image variability, which accurately reflects the reality of working with
historical sources. In general, input images and archival records tend to be messy
and highly heterogeneous. Variable document format and poor-quality images are typ-
ical across many different archival research contexts, and these issues become more
pronounced as a function of document age. Increasing age means more handwritten
content, deterioration of original sources or microfilm, and coarser reproduction meth-
ods.

This paper is structured as follows: §2 lays out a framework for selecting a research
design when working with a large corpus of unstructured text in images. §3 presents
our case study of Philadelphia property deeds from 1910-1965. §4 details how we
tested different combinations of OCR and LLMs. §5 contains results and discusses
the implications for the application of our framework to other projects. Finally, §6
concludes. An online appendix provides a glossary, more technical detail, and complete
results from all tests.



2 Framework

We consider the following scenario: millions of images of textual data are available
where the research question hinges on locating documents within the corpus that con-
tain analytically relevant content. Once pertinent documents are located, additional
information is to be extracted from the text in a pre-defined, structured format. A wide
range of tools and models can be used to approach this problem. We organize possible
methods along a spectrum ranging from a fully custom, purpose-built solution leverag-
ing ML and/or AT models to a one-step off-the-shelf tool with minimal modification.
We find something between these extremes—an ensemble method combining flexible,
off-the-shelf tools—to offer the best trade-off in performance, cost, and effort. That
said, each project is different, and by understanding the cost, strengths, and trade-offs
of different methodologies along this spectrum, one can identify methods best suited
to a specific corpus and research question. We begin by categorizing and discussing
qualitative factors of the image corpus and external constraints of the research project.

1. Research Scope. Evaluating methods starts with establishing the scope and
definition of the research question. Incorporating customized elements is better suited
for narrow and precise research questions. Conversely, the ability to iterate on a re-
search question as new information is learned can make customization less attractive—
rebuilding or retraining a model to ask a new question can be burdensome and imprecise.

2. Task Complexity. The overall complexity of the task is a factor in choosing a
methodology. A singular classification task is less complex than classification combined
with extracting structured relevant text. Complexity also increases with the amount
of text that needs to be analyzed to complete the task (OpenAl 2025); classifying a
sentence is less complex than classifying a page or book. Simple tasks or complex tasks
broken into simple tasks are best suited for off-the-shelf models or LLMs.

3. Image Variability. Considering the visual variability in the corpus of images
follows similar logic. Visual variability includes the formatting within each image;
whether there is structured text, like a table, mixed in with unstructured prose; whether
the text is handwritten or typed; whether the handwriting is all from the same person
or at least similar in style and convention; and whether typed text is all the same font
and font size. Visual variability can also arise from the quality of the digital images.
Modern scans from original source material in good condition are less variable than
images produced from degrading and/or improperly exposed microfiche where part of
the text may be corrupt and illegible. High quality images with consistent formatting
and text are better suited for custom methods. A highly variable corpus will benefit
from more flexible approaches.

4. Frequency of Event. Another methodological consideration is the expected
rarity of the relevant content within your corpus. A brute-force approach fully pro-
cessing every image in the corpus may not be computationally or fiscally responsible if
the vast majority of the corpus produces a null result. Conversely, locating something
that exists in most documents makes the cost per true positive of a brute-force ap-
proach more reasonable, although in this case, a sampling strategy may be appropriate.
Searching for something occurring frequently in the corpus also simplifies the process of
training or tuning a customized model. The balance here is the additional cost/work of
introducing a step to filter the corpus before processing versus the cost of a brute-force
approach.



5. Cost. Fiscal, computing, and technical expertise constraints are closely en-
twined. The per token cost of a frontier LLM may be unattractive, but such models are
typically easier to set up and run compared to an open-weight (“free”) LLM. Depend-
ing on the size of a model, running an open-weight LLM on a typical laptop may not
be feasible and may require purchase or rental of substantial GPU resources. The size
of the corpus combined with the computing resources dictates the time to complete a
task—a mid-sized model on a corpus of >1 million documents running on a laptop could
easily take several weeks. Faster compute times are possible, but this typically requires
access to GPU resources beyond even a sophisticated gaming computer. Technical ex-
pertise to utilize the API of an LLM allows for more flexibility and customization of
model parameters and control of how the model runs on computing architecture, both
of which can be adjusted to decrease fiscal, time, and computing costs. Such trade-offs
are similar for closed versus open source OCR models and other non-LLM machine
learning (ML) models.

2.1 Fully Customized Solution

A custom, finely-tuned ML model built to classify and extract specific information
from a specific corpus of documents will likely yield the best results—results that can
meet or even exceed those produced by human transcription and data entry. Such a
strategy will incur the greatest costs in time and effort. While all approaches require
human-verified labels for validation of performance, custom models can require a larger
set of labeled data to perform well.

Projects can evolve quickly as more is learned about the data, particularly with large
new datasets where the contents have never been studied or accessed before. Refining
subsequent iterations in the research process can lead to the discovery of something that
wasn’t known to exist or—worse—that invalidates the initial research design. More-
over, even when projects evolve according to plan, researchers often identify additional
research questions that may inform future research. If the new research question is
sufficiently different from the initial question that the model was trained on, the highly
tuned machine must be rebuilt from scratch—at additional cost. Regardless, such a
hyperspecialized approach can make sense for a highly visually uniform corpus and a
research goal with a well-defined, narrow scope.

2.2 LLMs Alone

With the right LLM, document classification and data extraction can be done in a
single step for each image without the need for intermediate optical character recogni-
tion (OCR) output.! This method—for performance reasons—works best for tasks of
low-to-moderate complexity and when using an API rather than a web-based interface.
As with any LLM, it is necessary to experiment with different prompts and closely
validate results.

This method can be very cost inefficient. Without OCR output, there is no way
to remove obvious nulls from a corpus of images. Instead, every single image must be
sent through an expensive multimodal LLM. This inflexibility compounds if additional

1. Although the OCR is not output as its own data product in this method, how well the model
“reads” or “comprehends” the image underpins its performance on the task.
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research questions arise in the course of a project—the whole corpus must be anal-
ysed again to address new questions. Estimating the expected rate of true positives is
therefore crucial before choosing this method.

Complications also arise with research questions involving multiple classification and
structuring tasks. To minimize this problem, it is tempting to combine many tasks into
one LLM prompt. That said, this is not a panacea; as task complexity increases, LLM
model performance degrades while output and thought token costs increase.

Finally, validating results with this approach can be challenging, as the reviewer
must refer to the original image rather than machine-readable OCR output. LLMs
can “explain their reasoning,” which can be used to assist with validating results, but
we find that incorrect classifications are often accompanied by an “explanation” that
appears sound but is pure hallucination.

2.3 The Value of OCR as a Separate Step

Beginning with an image of text, converting the text to a machine-readable format
requires either manual human transcription, automated OCR, or both. The large mon-
etary and time cost of manual transcription is not usually feasible for a large corpus of
documents. However, improvements in OCR model performance over the last decade
have unlocked the possibility of converting entire collections of books and records from
static images into true machine-readable, searchable, analysis-ready text at scale.

LLMs can be used as an OCR engine with the output maintained as a separate
data product. As of submission of this paper, LLMs as OCR do not substantially
outperform traditional ML models and are significantly more expensive than existing
paid ML-based OCR, much less open-source models. Full discussion is found in §5.3.

Converting images to text via OCR——even when the output is imprecise—enables
a flexible workflow. A wide range of established methods can search and filter this text
to facilitate data exploration and discard obvious nulls. This narrows the corpus to a
smaller, relevant subset, at which point more precise and computationally expensive
LLM and ML methods can be applied—either to the filtered text itself or to the cor-
responding subset of original images. Further, separate OCR can aid in verifying LLM
output, a crucial step.

2.4 An Ensemble of Tools

Finally, we consider a modular approach which employs flexible, adaptive tools
that achieve high—although not the highest possible—accuracy while also allowing a
project to evolve organically. This approach emphasizes the combination of various off-
the-shelf technologies to answer initial research questions or develops new generalized
tools to facilitate a more thorough understanding of the data. The intention underlying
these adaptable, generalized tools is the ability to use them on more than one project.
Such tools likely include established research methods like OCR, full-text search, image
processing, computer vision, classical ML models, and/or LLMs.

Custom models still have a place in this methodology. A flexible, iterative approach
to the research question aims to minimize the risk of overengineering at too early
a stage of data exploration while still allowing for investment in specialized tools at
points when the return is greatest. LLMs are powerful tools, but efficient usage—in



terms of money, time, and performance—is key, especially when working with a large
corpus of documents. Pairing LLMs with an intermediate OCR step can help target
LLM work—Dboth in terms of the number of items reviewed and length of these items.
An ensemble of tools does not have the appealing simplicity of relying on a single
LLM. Designing and creating generalized tools for a multi-step approach requires a
larger breadth of technical knowledge while not always performing better than an LLM
alone. The performance gap between a modular approach and an LLM alone will
decrease as LLMs continue to grow and improve; however, the considerations around
monetary costs, computing costs, and flexibility will remain relevant. Further, without
substantial decreases in the cost of frontier mulitmodal LLMs, using them alone can be
wasteful when there are other, cheap ways to exclude a large share of null results.

3 Case Study

3.1 Data Trapped in Property Deeds

The legal process of recording property transfers generates a particularly rich ad-
ministrative dataset. Deeds have been used to study a wide range of economic, legal,
and historical subjects. Key examples include the long run effects of tangled titles
(Hincken 2021), property transfer under intestacy (Stein and Carpenter 2022), building
development and use history, genealogy, environmental history, and the concentration of
and pattern of land ownership (Storey 2018). These topics provide key insight into the
functioning of the real estate market—a large driver of the US economy—and therefore
into inflation, employment, and financial stability for the economy as a whole.

An additional topic of ongoing research is the impact of historical zoning and use
restrictions on housing access, affordability, and quality (Asquith, Mast, and Reed
2023; Bartik, Gupta, and Milo 2025; Shertzer, Twinam, and Walsh 2016). Before the
legal ascendancy of state enforced zoning, properties were subject to legal covenants
that performed a similar, privately initiated function (Korngold 2001; Weiss 1987).
Covenants in property deeds can restrict use, ownership, occupancy, and a variety
of building characteristics, such as height, setback, and exterior finish. Historically,
covenants could exclude ownership and occupation based on race, religion, country of
origin, or citizenship (Santucci 2020; Surani et al. 2024).

Racial covenants were one component of a broad arsenal of tools that White de-
velopers, builders, brokers, and homeowners deployed throughout the 19th and 20th
centuries to control where and how Black and other minority groups could live.? The
legality of these covenants was firmly established in Corrigan v. Buckley (1926).

In 1948, the Supreme Court ruled in Shelley v. Kraemer that state courts could
not legally enforce racial covenants, although they remained viable as private contracts.
The Fair Housing Act, enacted as Title VIII of the Civil Rights Act of 1968, ultimately
ended the legality of these covenants altogether.

Extensive scholarship has documented the presence and location of these covenants
across the United States (Delegard et al. 2026; Gordon 2023; Plotkin 2001; Winling
2026). However, efforts to quantify their long-term impact on segregation, housing

2. Language restricting by religion, citizenship, or ethnicity is typically referred to in the literature
as a “racial” covenant.



wealth, job access, and other outcomes remain in their relative infancy (Almagro and
Sood 2026; Plotkin 2001; Surani et al. 2024).

Our research focuses on documenting the prevalence and geographic distribution
of racially restrictive covenants in Philadelphia and on measuring the long-term ef-
fects of these restrictions. As far as we have determined, this information exists only
within property deeds.® Therefore, we first identify and extract relevant restrictive and
geographic language from each deed.

The language used in these covenants varies greatly across cities, depending on local
conditions and time period. In some cities, it is highly specific, comprising a laundry
list of racial categories. In others, it is more flexible, granting buyers and sellers latitude
in whom they excluded (Gordon 2023). Such flexibility in exclusion often manifested
as a statement of inclusion, i.e., who could occupy a property rather than who could
not. The most common language in Philadelphia falls into this latter category, with
most restrictions prohibiting occupancy by those “not of the Caucasian race.”*

After locating the racially restrictive deeds, we identify the modern parcels corre-
sponding to these deeds. Only approximately 30% of covenanted deeds in our data
contain an address. For the remaining 70% of covenanted Philadelphia deeds, we must
rely upon a “metes and bounds” description from the deed. This is a textual, legal
description of the location and boundaries of a property as determined relative to a
“stable” point of reference. We are developing an LLM-assisted process to map these
boundaries, a full discussion of which is in preparation as a separate manuscript.

4

3.2 Philadelphia Property Deeds

Through an ongoing partnership with the Philadelphia Department of Records
(DOR), we obtained digital images of property deeds from 1910-1965. This dataset
contains 4,682,704 images representing at least 7.3 million pages and 1.6 million deeds.
The images capture the deeds in a continuous stream, varying between one and two
pages per image, with no digital demarcation between documents. For this reason,
we report image counts, not pages. Discussion of methods for dividing images into
individual deeds is beyond the scope of this article.

The deed images were scanned from microfilm of the original deed books produced
by an initiative launched in 1949 (Hughes 1958). Both the condition of the film at time
of scanning and the quality of the original image captured varies substantially—ranging
from clear to completely illegible.

Philadelphia’s deeds were recorded in three primary formats: 1) transcribed by
hand, 2) transcribed by typewriter, and 3) photostats® of the original deed documents.
Deeds were transcribed by hand until mid-1913, transcribed by typewriter from mid-
1913-1934, and recorded with photostat copies from 1935 onward. Approximately
3.7% of images are handwritten, 28.5% of images are typed, and 67.8% of images are
photostats. Nearly all handwritten and typed images are of two pages; in contrast,

3. Where restrictive language was recorded varies by city/county throughout the country.

4. By their very nature, the documents explored in this project contain language that is discrimi-
natory, racist, and offensive. The use of such language in this analysis is for research and historical
purposes and is in no way an endorsement or approval of its use.

5. The photostat machine was an early photocopier that used camera film instead of toner and
produced white-on-black negative copies.



60% of photostat images are of single pages. Photostats are almost entirely double-
page through 1951 and single-page thereafter. Figure 1 provides examples of two-page
handwritten, typed, and photostat images, as well as of a single-page photostat.
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(c) Photostat deed; double page image (d) Photostat deed; single page image

Figure 1: Examples of the four most common image types in our data.

We determined that there were two significant time periods—the early 1930s and
the late 1940s—where a large number of deed images were missing from DOR’s digital
archive. The late 1940s gap was particularly concerning as this covered the years
immediately before and after Shelley v. Kraemer, an important period for identifying
potential treatment effects of the verdict.

For these gaps, we worked with the City of Philadelphia to scan existing microfilm or
original deed books. This added 414,851 additional images, bringing the total number
of images to 5,097,555. The additional images are all of photostat deed documents
and are imaged at a much higher resolution than DOR’s existing digital archive. We
fully searched these incremental images for racially restrictive language, but we do
not include them in our performance and cost measures reported in §5. Including
them would bring more complexity to the paper with negligible impact on performance
statistics or takeaways. We include covenanted deeds found in these incremental images
in the totals reported in §5.7 with more detail given in Appendix H.



4 Methodology

4.1 Overview

Using Philadelphia property deed images, we evaluate the performance of different
combinations of OCR, full-text search, and LLMs for classifying unstructured text. The
classification task is to label an image as containing racially restrictive language. The
approach to this task should generalize to similar textual classification tasks.

We explore different methodological approaches through the lens of the the frame-
work in §2 and provide practical data on OCR and LLM performance. Our particular
research question involves a highly variable and often low quality corpus of images, a
rare event, and many secondary questions beyond covenant identification. Therefore,
our work was not aligned with the cost of utilizing fully customized ML models.

We find that a hybrid choice combining various technologies offers a good combi-
nation of performance and ease of use. In our application, this means fuzzy full-text
search to eliminate obvious nulls—non-covenant containing images—from our corpus,
even when images are of low quality.

Despite the utility of fuzzy full-text search, using sufficiently broad search terms to
ensure locating as many racial covenants as possible produced too large a number of
positive matches to evaluate by hand. This is where LLMs meaningfully impact the
scale at which research is possible.

We evaluate classification and cost performance for three approaches that combine
traditional methods and LLMs to varying degrees. Each of these methods gets progres-
sively closer to the “one-step” extreme described in §2.2. First, we used an ensemble
method, passing all images through OCR, filtering the OCR text using fuzzy full-text
search, selecting the text proximate to the matching words or phrases, and then pass-
ing this selected text—called a “snippet”—to an LLM for classification. Second, a
streamlined method, again starting with the text output by an OCR engine, but with-
out filtering and sending all of the OCR text associated with an image to an LLM for
classification. Finally, a method skipping the intermediate step of OCR entirely and
simply sending the whole image to an LLM for classification. Figure 2 illustrates these
three methods.

4.2 Sample

We report performance statistics based on a subset of 279,131 images selected from
our initial corpus of 4,682,704 images. Of these, 166,343 images were selected using
fuzzy full-text search with OCR text from Amazon Textract generated in November
2021.

This search was very broad and sought to identify all images that might contain a
possibly relevant word or phrase (see §4.5 and Appendix E) suggesting a racial covenant.
All images matching any of the search terms listed in Appendix E are included in the
subset.

A further 8,954 images were added to the subset either due to belonging to a deed
known to contain an image with a racial covenant or belonging to twenty racially
restricted deeds found using an older method but not matching any search term using
Textract 2021 text (Santucci 2020).
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Figure 2: Three approaches which combine traditional methods and LLMs to varying
degrees for classification of text in images. Approaches are shown in order of increasing
reliance on and token consumption by LLMs. The terminology here is used throughout the

paper.

The remaining 103,834 images in the subset are a random 4.3% sample of all re-
maining deed images recorded between 1910-1950 and a 0.11% random sample of all
deeds recorded from 1951-1965. In line with the local and national post-WWII build-
ing boom (Wattenberg 1976), and compounded by the shift to one page per image as
opposed to two pages per image prior to this date, the volume of deed images explodes
from 1951 forward. At the same time, the number of covenants found via full-text
search (see §4.5) fell to almost zero—despite excellent image quality and clean OCR
output. It was cost-prohibitive to include a large sample of these later deeds, which did
not match any search term related to the language used in racial covenants, for very
little likely return in the form of true positives. See §5.4 for the large costs associated
with exploring this time period at greater scale via whole image text classification. See
Appendix D for an in-depth discussion of the random component of the sample.

4.3 OCR Models and Implementation

We selected OCR models from commonly used and referenced open source and paid
tools. For paid choices, we tested Amazon Textract and Gemini 2.5 Flash. Deed images
were processed with Amazon Textract in November 2021 and again in December 2025.
Appendix [ provides a comparison of Textract’s evolution between these dates.

Most open-source OCR models are optimized for either handwritten or printed text,
but rarely for both. For handwritten deeds, we used Kraken (Kiessling 2025), TrOCR
(Li et al. 2022), and olmOCR (Poznanski, Soldaini, and Lo 2025). For typed and
photostat deeds, we used docTR (Mindee 2021) and olmOCR. Table 1 summarizes our
OCR model choices. Gemini 2.5 Flash and olmOCR are LLM OCR models, while the
others are based on conventional ML techniques. Usage of any specific software or
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Table 1: OCR models tested to extract machine-readable text from Philadelphia property
deed images.

Image Type Paid OCR Open Source OCR

Amazon Textract | Kraken 6.0.3
Handwritten Gemini 2.5 Flash | TrOCR-base-handwritten
olmOCR-2-7B-1025-FP8
Amazon Textract | docTR 1.0.0

Gemini 2.5 Flash | olmOCR-2-7B-1025-FP8

Typed & Photostat

model is not an endorsement.

Textract, docTR, and Kraken are self-contained, and we found them to work out
of the box without other tools or adjustments. A significant limitation of TrOCR is
that it can only process an image containing a single line of text. We used line-level
segmentation from Kraken to split each image into individual lines for transcription
with TrOCR. For olmOCR, we found it necessary to set a repetition_penalty of 1.15
and to increase the temperature to 0.15 to curb loop hallucinations in the OCR output.
For the definition of these parameters, please see the glossary in Appendix A. When
using Gemini 2.5 Flash for OCR, we capped thought and output tokens to prevent
explosive costs.

We did not perform global pre-processing on images in our corpus. We identified
that olmOCR was sensitive to image size and tested performance on both raw images
and on images where the left and right pages were split into separate images. Splitting
images into single pages greatly improved the performance of olmOCR. OCR performed
via Gemini 2.5 Flash was also sensitive to single-page images vs. double-page images,
although much less so than olmOCR. Splitting images into separate pages doubles the
cost of Textract, and Textract with layout costs 2.5 to 5 times more than standard
Textract. Only a small improvement was found when using split images with Textract
while almost no difference was found by utilizing the expensive layout parsing feature
(see Tables 27 and 28 in Appendix H). Appendix F discusses practical considerations
for using various OCR methods.

4.4 OCR Evaluation

We partnered with a data labeling firm to obtain human transcriptions with bound-
ing boxes for all images belonging to a deed identified as containing a racial covenant.
Due to cost considerations, only portions of the deed relevant to our econometric re-
search were transcribed.® A total of 36,087 transcriptions were obtained.

Each transcription was aligned with OCR output from that image using the Smith-
Waterman algorithm as implemented by the Python string2string package (Suzgun,
Shieber, and Jurafsky 2023). Character error rate for each transcription was calculated
using the standard formula CER = (S4+D+1)/N where S, D, and I are the number of

6. The transaction date, addresses when given, metes and bounds descriptions for all properties
listed in the deed, the previous transaction information, and the racially restrictive covenant.

11



character substitutions, deletions, and insertions. N is the total number of characters
in the transcription text. If an OCR model did return any output for an image, any
transcriptions in that image were assigned CER = 100%.

For each OCR model, we compute the average CER across transcriptions weighted
by N.7 We denote this value as CER,,. A full description of our transcription data
and CER calculation is given in Appendix G.

4.5 Full-text Search

For any city, the share of deed images containing racially restrictive language will be
significantly smaller than the share of racially covenanted properties. T'wo factors drive
this difference. First, deeds span many images, of which typically only one contains
relevant language. Second, a covenant is usually not stated explicitly each time a racially
restricted property is transferred. Instead, deeds refer to “restrictions of record”—which
may or may not be racial—established in earlier transfers.

Both factors reduce the frequency of the target event—explicit racial covenant
language—as outlined in our framework (§2). It was therefore beneficial to winnow
the images and text passed to an LLM for classification by removing obvious nulls.
Our search methodology aimed to efficiently maximize discovery of racially covenanted
deeds while discarding as many clear null results as possible.

Search must overcome two sources of error. First, even with excellent image quality,
no OCR model will return an exact representation of the source material. Accuracy
degrades further as a function of the quality of the input image. Given that some images
in our corpus are illegible, we expect some OCR text to be garbled or nonexistent.
Second, the text in the images is handwritten or typed by humans and contains innate
typos which, with accurate OCR, will be faithfully reproduced.

Both conventional ML and LLM OCR suffer from the first of these issues. OCR
performed with an LLM may be able to correct innate typos in the document, which
could simplify searching for specific information, but the accuracy with which they do so
is model-dependent and sensitive to prompting. An LLM’s ability to correct typos can
generate new issues, such as incorrectly “correcting” a misspelling or “reading” truly
illegible text, thus corrupting the true meaning of the text. For example, we observed
LLM OCR transcribing “Canadian” or “Bavarian” as a “correction” to instances of
“Caucasian” that were difficult to read or contained typos (e.g., “Cancasian”).

We employed full-text search to overcome the OCR issues mentioned above and to
find lower signal phrases such as “shall not be sold.” Full-text search combines database
technology—for speed, repeatability, and ease of use—with a broad range of text search
techniques that expand on the idea of a keyword search. The search techniques we used
include allowing for other words to be inserted between search terms (slop), variable
Damerau—Levenshtein (DL) edit distance (see Appendix A), phrase reordering, and
natural language pre-processing techniques.®

The particular choice of tool for implementing full-text search is not particularly
important as long as in includes the above-stated capabilities. We used OpenSearch,
which is fast, flexible, and facilitates easy use, but which requires more technical ex-

7. This quantity is sometimes referred to as the micro-average.
8. Such as tokenization, stemming, case-insensitive, etc.
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pertise to set up than other options. Usage of any specific software or model is not an
endorsement.

We begin by fuzzy searching for words and phrases reported by previous work on
racial covenants in Philadelphia (Santucci 2020) and other cities (Delegard et al. 2026;
Gordon 2023; Winling 2026). We found that OpenSearch’s maximum DL distance of
two was not sufficient, given the errors in our OCR text. We therefore employed an
iterative search strategy to circumvent this limitation. We isolated matching fuzzy
terms from our initial search and then fuzzy searched for those fuzzy terms separately.
Searching for a term that is already fuzzy effectively increases the maximum permitted
edit distance of a match.

Beyond our iterative strategy, we searched for “words” created by removing the
space(s) in a phrase. We also searched for parts of words or phrases on either side
of typical line break hyphenation. A full table of search terms with the total number
of returned matches and number of matches positively containing a racial covenant is
given in Appendix E.

This iterative search reduced the number of candidate images by more than 94%.
The remaining ~6% was still too large for comprehensive human review but was well-
suited for LLM classification.

4.6 LLMs and Covenant Classification

We tested three different modes of input for LLM racial covenant classification: a
short “snippet” of OCR-produced text that contains text that matched a fuzzy full-text
search, the entire OCR-produced text from an image, and just the image without OCR.
See Figure 2 for a visualization of these modes.

To create a snippet for each image, we combined the words surrounding any match-
ing word or phrase identified via full-text search into one block of text. Where regions
matched by different search terms overlapped, we accounted for this redundancy to
produce a clean block of text without repetition. Since multiple, disparate parts of the
text from a single image could match our fuzzy search terms, two disparate parts of a
document could be combined into one snippet. On average, each snippet is approxi-
mately 640 characters, or about 14% of all characters in the OCR text produced from
the image.

For LLMs, we choose both closed-weight, pay per token models and open-weight,
free to use models. Usage of any specific software or model is not an endorsement. We
tested Claude Sonnet and Gemini 2.5 Flash for paid models. Originally, we tested both
Sonnet 3.7 and 4.5. During the course of this project, Sonnet 3.7 was fully deprecated.
Results in §5 were produced using Sonnet 4.5. Appendix H contains results from both
versions of Sonnet.

We selected Gemini 2.5 Flash for direct image comprehension after initial testing
revealed performance similar to that of Gemini 2.5 Pro, which charged about four times
as much for input, output, and thought tokens. Even so, additional measures were
necessary to control costs. Without caps, 2.5 Flash consumed many more “thought”
tokens than 2.5 Pro, mostly erasing the cost savings from the difference in per token
cost. We were able to lower costs for Gemini 2.5 Flash by capping thought and output
tokens, which we did not observe to meaningfully affect accuracy. We further reduced
cost by selecting a subsample of 100,539 images from the core sample (§4.2), which
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Table 2: LLMs tested for racial covenant identification. Gemini 2.5 Flash only tested with
image input, not with OCR text from other models. mistral-rrc publicly available from
Surani et al. (2024).

Paid LLM Open Source LLM

Claude Sonnet 4.5 | gpt-0ss-20b
Gemini 2.5 Flash | gpt-oss-120b
mistral-rrc

contained all handwritten images in the core sample, all images from the core sample
known to contain a racial covenant, and a 30% random sample each for typewritten
and photostat images from the remaining core sample. All Gemini 2.5 Flash results are
appropriately weighted to reflect the difference in samples.

For open-weight models, we evaluated gpt-oss-20b, gpt-0ss-120b, and mistral-rrc of
Surani et al. (2024). Their mistral-rrc model is Mistral 7B fine-tuned to locate racial
covenants in OCR text from images of deeds containing typed text; handwritten deeds
were omitted from the fine tuning process. Table 2 summarizes our LLM choices.

The temperature was set to zero for each LLM to enable the most deterministic
results possible. For gpt-oss-20b, we found it necessary to set a frequency_penalty of
0.15. Not doing so resulted in catastrophic failure in approximately 20% of classifications—
the model would get “stuck” in its own “thought,” looping the same text until it hit a
hard output token cap without ever producing a final label. In the end, gpt-o0ss-20b pro-
duced results comparable to the much larger gpt-oss-120b model but with significantly
more upfront technical investment and experimentation.

All classification tasks were submitted via API for paid LLMs, via vLLM for gpt-oss-
20b and -120b, and via Hugging Face Transformers for mistral-rrc. LLMs provided with
OCR text for classification were given the same basic prompt, which informed the LLM
it would receive OCR text of variable quality from a property deed and to assume the
persona of a lawyer. For direct image input, a different prompt was used, incorporating
instructions about how to consider the image in addition to the instructions given in
the text classification prompt.

In all cases, the LLM was instructed that its response should be in JSON format
with two fields: 1) a Boolean indicating the existence of a racial covenant, and 2) a
“comments” string for the LLM to report its reasoning. Inclusion of the comments
field greatly increased the likelihood the LLM returned a properly formatted JSON.
That said, not all output was valid JSON, and post-processing was necessary to enforce
standardization. Additional information about LLM prompts is provided in Appendix
B.

Every image positively classified by any OCR/LLM combination as containing a
covenant, and every image that contained language highly likely to be associated with
a covenant but not receiving a positive LLM classification was manually reviewed. In
all, we manually reviewed approximately 30,000 images. Passing our sample through
dozens of combinations of LLMs and OCR models also allowed us to identify incremental
new true positives due to variations across models. We are confident that the precision
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and recall (see Appendix A) reported within our sample is accurate. We note that
“comments” returned by an LLM cannot be used alone to validate LLM classification,
as they may contain hallucinated reasoning or irrelevant information. They were found
to be somewhat helpful in directing human reviewers during validation.

4.7 Cost Calculation

Cost estimates for processing all 4.7 million images were extrapolated from the
core sample (§4.2). Reporting costs based only on the sample images would produce
highly biased estimates as that subset was deliberately selected to be comparatively
high-signal. This analysis represents the estimated costs if only one single method was
selected from the start.

In the cost tables, estimated recall is reported over the entire corpus relative to the
estimated true number of covenanted images in the corpus—a figure necessarily greater
than the number of covenanted images identified as we can not claim 100% recall. See
Appendix C for detailed explanation of how the estimated total true positive image
count was derived for each image type.

Costs for our classification task fall into two main categories: fees for closed-source
models and cost of GPU time for open-source models. We considered GPU time only
and ignored the standard CPU resources required for threading models and calling APIs.
These CPU costs tend to be small as they can be done on low cost equipment. We
assumed zero overhead or development cost; therefore, our cost estimates are necessarily
lower limits.

In all cases, we used standard, publicly available, non-enterprise pricing in our esti-
mates. Textract charges per image, while LLMs charge by the number of input, output,
and thought tokens used for each API call. For LLMs, total costs were calculated using
average token counts and total image counts.

The second primary cost is the cost of GPU time for open-source LLMs and OCR
models. All of our GPU work was done on either Amazon’s g6.12xlarge (48 CPU, 4x
L4 GPU, 96GB VRAM) or an in-house 4x H200 (128 CPU, 576GB VRAM) instance.
For tasks completed on the g6.12xlarge, we took total compute hours and calculated
cost using public pricing” of $4.6016 per hour. For those tasks completed on H200
infrastructure, we took total compute hours on one H200 and calculated cost using the
public pricing of $7.9120 per hour per H200 for Amazon’s p5pen.48xlarge.’’ Lower costs
may be available from other providers. The cost for institutions with access to in-house
compute resources or enterprise pricing will likely be lower than our estimates. As of
submission of this paper, the retail cost of an H200 GPU was approximately $30-33,000
plus the costs of set up, operation, and maintenance.

The cost of running OpenSearch varies greatly depending on the exact architec-
ture used, but it cannot practically be run on a standard laptop. If the underlying
infrastructure is set up to run only when requested, cost per search can be extremely
low, even for hundreds of gigabytes of text. Given that vanilla Python can replicate
OpenSearch’s functionality on low cost hardware, albeit at slower speeds, we made the

9. https://aws.amazon.com/ec2/pricing/on-demand/
10. This instance actually comes with eight H200s, so achieving these costs would require efficient
use of all all eight GPUs simultaneously.
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simplifying assumption that full-text search costs are trivial compared to model and
GPU costs. We therefore did not include full-text search costs in our estimates.

5 Results

We present the performance of the best performing combinations of paid and open-
source OCR and LLMs on images in our core sample (§4.2). Table 3 frames the size
and scale of our data. Tables 4, 5, and 6 quantify performance by image type (hand-
written, typewritten, and photostat). Table 7 provides a baseline measure of recall with
OCR and fuzzy search only. We then extend our performance and cost analysis to the
entire corpus of images in Tables 11, 12, and 13. Appendix H provides comprehensive
performance statistics for all tested combinations of OCR and LLMs.

Table 3 summarizes by image type the number of images in our corpus, the number
of images in our sample, the number of images containing racially restrictive language
in our sample, our estimate for the true number of images containing racially restrictive
language in our corpus,'! and the associated estimated rate of occurrence for images
with racially restrictive language in the entire corpus. Appendix C explains how we
arrive at the estimate for the total number of covenanted images—and therefore the
estimated rate of occurrence—in the corpus of 4.7 million images.

Table 3: Summary of number of images in corpus and sample; number of images
containing racially restricted language (Cov. Images) located in sample and estimated to
exist in corpus (see Appendix C). T In this table, all deeds from 1913 are classified as
typewritten despite including a small number of handwritten deeds. Tables 6, 7, and 9
exclude 1913. Without 1913, this row reads: 1,251,981; 130,864; 5,990; 6,338; 0.50%

Type of Images in Images in Sample Total  Est. Total Est. Rate

Image Corpus Sample  Cov. Images Cov. Images of Occurrence
Handwritten 146,164 17,030 617 745 0.51%
Photostat 3,233,781 126,292 1,033 1,171 0.04%
Typed! 1,302,759 135,809 6,140 6,488 0.50%

5.1 OCR Performance

We calculate the average character error rate (CER) weighted by transcription
length (CER,,) for 36,087 transcriptions from images in deeds containing racial covenants.
These values are presented for select OCR engines separated by image type in Tables
4, 5, and 6, while CER,, for all OCR engines tested is given in Appendix G.

Across all OCR engines, we observe a highly right-skewed distribution of CER val-
ues, with most engines having at least some transcriptions with CERs above 90%.
Figure 3 compares the image CER of docTR and Gemini 2.5 Flash single page OCR
against the image CER of Textract. The image CER is the average CER weighted
by transcription length across all transcriptions within an image. A one-to-one line is

11. We do not claim 100% recall outside of the core sample. See Appendix C.
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included to facilitate direct comparison between engines, with points falling above this
line indicating better performance by Textract. A simple linear regression (solid line)
is also shown to summarize the overall trend in the data.

We find that docTR, a ML OCR engine, performs almost universally worse than
Textract on photostat and typed images.'? Conversely, we find that Gemini 2.5 Flash
performs much better on handwritten images and, on average, better than Textract on
photostat and typed images.

For typed images, there is a cluster of points in the top left of the figure indicating
images for which Gemini failed catastrophically but Textract performed very well. This
effect is less pronounced but still present for photostat images. We observe similar clus-
tering when comparing olmOCR to Textract. Poor-performance outliers become more
common when comparing whole image OCR for olmOCR or Gemini to Textract. These
comparison figures, along with others not described here, can be found in Appendix G.

Clusters of very bad performance for LLM OCR on images handled with ease by
traditional ML OCR suggest that some caution is necessary when using LLM OCR.
Low average CER can hide catastrophic failures.

While better CER by itself is desirable, we view these measurements as a tool to un-
derstand overall comparative performance on our classification task. The interpretation
of these results in this context is presented in §5.3.

5.2 Classification Performance on Sample

We present precision and recall for our sample split into handwritten (Table 4),
photostat (Table 5), and typewritten images (Table 6). For each table, precision, recall,
F1, and % max recall are colorized by percentile, with the lowest values in red and the
highest in green.

These tables include the best performing combinations of paid and open-source
models. For photostat and typewritten deeds, we also include the performance of
docTR because olmOCR on single pages requires significant run time on expensive
GPUs (Tables 12 and 13). For handwritten deeds, we found all open-source OCR
engines besides olmOCR to perform so poorly out of the box that we do not consider
them to be practically viable. See Appendix H for TrOCR, Kraken, and Chandra
results.

The performance tables are presented in order of decreasing complexity for both
OCR and LLM classification. Handwriting is notoriously difficult for OCR, and in
our corpus, the quality of handwritten images is relatively low. Photostats directly
image the original deed documents which, while mostly typewritten or typeset, are
complicated in layout with variable fonts, font sizes, and text orientation, and tend to
have very low image quality. For the most part, the typewritten images in our dataset
are simply structured, consistent in font and font size, and legible to the human eye.

In addition to separating by image type, we calculate performance on whole image
text and snippets separately. The column “% Max Recall” compares the relative recall
of each method to the ex-post best performing method—max recall of the row divided
by the max recall of the table. Results from the image only classification task are
reported in the “whole text” column.

12. docTR was not run on handwritten images as the text recognition models included in the package
are not optimized for handwriting.
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Figure 3: Image CER vs. Textract image CER for docTR (top) and Gemini 2.5 Flash
(bottom). The gray dashed line represents one-to-one correspondence of CER between
engines. Points above the one-to-one line indicate better performance by Textract. The solid
line is a simple linear regression. Figures in the first column (blue) are handwritten images,
in the second column (orange) are photostat images, and in the third column are typed
images (green).
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Focusing solely on performance, the highest recall for handwritten and photostat
documents is produced by Gemini 2.5 Flash applied directly to input images (R = 94.0%
and 96.5%) and by Textract paired with Sonnet 4.5 for typewritten images (R = 97.9%).
For photostat and typewritten images, however, the difference in recall between Gem-
ini 2.5 Flash on images and Textract with Sonnet 4.5 is fairly small (< 4%). Precision
suffers with Gemini 2.5 Flash for direct image comprehension, particularly with pho-
tostat images, which increases the workload of human verification due to the increased
number of false positives. When comparing methods by F1 score, the harmonic mean
of precision and recall (see Appendix A), the best overall performance for all image
types is Textract paired with Sonnet 4.5.

Holding OCR and LLM combination constant, the difference in recall between whole
text and snippet is driven by three things: 1) recall of full-text search (Rprs), the share
of covenanted images that match any search term, 2) the usefulness of the information
contained in the snippet, i.e., does it contain enough context for accurate LLM classifi-
cation, and 3) the shorter length of the snippet. The snippet’s shorter length provides
less information for an LLM to consider, increasing the likelihood of accurate compre-
hension. This sensitivity to input length varies considerably across models. Equations
4 and 5 in §5.6 put these factors into functional form.

For a given pairing of OCR and LLM, recall between whole image text and snippets
is fairly similar. Frontier LLMs consistently perform slightly better when classifying
whole image text, whereas open-weight LLMs are more likely to perform poorly with
whole text inputs. This relationship is primarily a function of OCR quality, as proxied
by image type and OCR model quality. In other words, frontier LLMs can better
interpret messy, garbled text. Some part of this difference may also be driven by the
much larger context window in frontier models relative to open-weight models.

In Table 7, we present a simple experiment to demonstrate the difference in recall
between full-text search alone and in conjunction with an LLM. In Philadelphia, almost
all racially covenanted deeds contain the word “Caucasian,” and this word is almost
never mentioned in any context outside a racial restriction.'®> Therefore, in theory, if
this word could be consistently identified, we could locate covenants with very high
precision and reasonable recall. Accordingly, Table 7 presents the results of a single
fuzzy full-text search for the word “Caucasian” in the Textract output for our sample,
allowing a maximum DL edit distance of two.

The cleanest comparison is between Table 7 and the Textract results in Tables
4, 5, and 6 because this holds OCR source constant. For handwritten images, fuzzy
search for “Caucasian” leads to a full-text search recall of Rprs = 62.4% compared to
our highest possible Textract-based recall given full-text search of Rppmprs = 86.5%
(Table 4, second row). This gain in recall highlights how LLMs and OCR complement
each other—especially when raw OCR quality is poor. Compare instead the recall
values for typewritten documents, where the OCR quality is much higher. Full-text
search alone produces a recall of Rprs = 80.9%, which is proportionally closer to the
best Textract Rpimjprs = 96.8% (Table 6, second row). Rprs = 80.9% with Textract
is in fact slightly higher than the best combination of open-source OCR and LLM of

13. We found four out of 5.1 million images in which “Caucasian” appeared but was not part of a
racially restrictive property covenant. One each describing the race of a buyer (itself a sign of a biased
transaction), a piece of furniture, a neighborhood, and a racially restricted scholarship at Temple
University.
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Riimprs = 77.7% (Table 6, last row). This illustrates a case where high-quality OCR
alone (Textract) can outperform a cheaper OCR paired with an LLM, demonstrating
that investing in better OCR is sometimes preferable to adding an LLM.

Table 4: Sample handwritten images: best recall for each possible combination of paid and
open-source models.

OCR LLM Class CER, Whole Text Snippet Whole Text Snippet F1 % Max
Precision  Precision Recall Recall Recall
Gemini 2.5 Flash  None/Paid 92.1% 94.0% 93.0% -
Textract Sonnet 4.5 Paid/Paid 28.1% 98.4% 99.3% 89.1% 86.5%  93.5%  94.8%
olmOCR, SP  Sonnet 4.5 Open/Paid 11.2% 99.0% 99.6% 79.9% 78.3%  88.4%  85.0%
olmOCR, SP  mistral-rrc Open/Open | 11.2% 78.8%  88.0%  83.8%
Textract gpt-0ss-20b Paid/Open 28.1% 97.0%

Table 5: Sample photostat images: best recall for each possible combination of paid and
open-source models.

OCR LLM Class CER, Whole Text Snippet Whole Text Snippet F1 % Max
Precision  Precision Recall Recall Recall
Gemini 2.5 Flash  None/Paid _—_—86.2%-
Textract Sonnet 4.5 Paid/Paid 10.9% 97.1% 99.5% 92.6% 89.2% 94.8%  96.0%
Textract mistral-rre Paid/Open 10.9% 94.8% 95.9% 87.3% 882%  91.9% 91.4%
olmOCR, SP  Sonnet 4.5 Open/Paid 7.8% 99.1% 87.3%  92.8%  90.5%
olmOCR, P gpt-oss-20b Open/Open | 7.8% [INNSIO% 1 808% |  86.8% 85.1% 183000 90.0%
docTR Sonnet 4.5 Open/Paid | 28.8% 97.6% 84.1%  90.4%  87.2%
docTR gpt-oss-120b  Open/Open | 28.8% | 89.8% 91.8% 77.3% 76.3% [ 831% 80.1%

Table 6: Sample typewritten images: best recall for each possible combination of paid and
open-source models.

OCR LLM Class CER, Whole Text Snippet Whole Text Snippet F1 % Max
Precision  Precision Recall Recall Recall
Textract Sonnet 4.5 Paid/Paid 5.1% 99.6%
Gemini 2.5 Flash  None/Paid 98.4%
olmOCR, SP  Sonnet 4.5 Open/Paid 3.3%
Textract gpt-0ss-120b Paid/Open 5.1% 99.2% 99.6% 94.6% 94.4%  96.8%  96.6%
olmOCR, SP  gpt-0ss-20b Open/Open 3.3% 99.2% 99.0% 93.9% 92.6%  96.5%  96.0%
docTR Sonnet 4.5 Open/Paid | 184% C90T% 87.7%  933%  89.6%
docTR gpt-0ss-120b Open/Open | 18.4% 97.9% 99.0% 79.7% 77.7%

5.3 Impact of OCR Quality on Classification

We note that ordering the performance tables by the max recall for each row
(max(Rwr, Renip)) demonstrates that weighted average character error rate is not a
perfect proxy for OCR quality from an LLM-understanding standpoint. For example,
Textract consistently outperforms olmOCR despite a worse CER.

A better CER for LLM-based OCR does not necessarily yield better classification
performance, due to differences in how an LLM fails relative to a typical ML OCR

20



Table 7: Recall (Rprs) for images containing “Caucasian” in a restrictive covenant using
full-text search with Textract OCR. Only matches with Damerau-Levenshtein distance < 2
are included.

Type of Sample Total Images Matching Recall (Rprs) for Cov.

Image Cov. Images “Caucasian” with “Caucasian”
Handwritten 617 385 62.4%
Photostat 1,033 783 75.8%
Typewritten 5,990 4,969 80.9%

model.'* An LLM is more likely to hallucinate coherent words in pursuit of fluent
English, a bias that can alter meaning while producing a deceptively low CER. This
failure mode is especially common with uncommon or hard-to-read words— “Caucasian”
being a perfect example.

For example, in one case, illustrated in Table 8 olmOCR reads “Caucasian descent”
as “Concession desert” (real English words) while Textract reads “Carcasion desent”
(nonsense). Although olmOCR transcribes the full passage far more faithfully—7 total
errors versus Textract’s 20—its fluent misreading of the operative racial phrase is worse.
Textract’s garbled “Carcasion desent” is enough for the LLM to correctly label the
passage as a racial restriction, whereas olmOCR’s substitution of “Concession desert”
leads the LLM to mislabel it entirely. A fluent misreading is more dangerous than a
noisy but recoverable one. This is why CER is an imperfect, albeit still useful, proxy
for OCR quality.

Further, we observe that higher-quality OCR produces viable results even when
paired with smaller LLMs for classification. Conversely, more powerful LLMs can over-
come low-quality OCR, as evidenced by Sonnet’s relatively strong performance with
docTR compared to either gpt-oss model.

Both of these observations are further demonstrated by Figure 4. Here we bin images
by CER of Textract OCR and plot whole text recall for images within each bin. When
CERs are low (i.e., < 10%), all models achieve a recall near or above 90%, although
Sonnet 4.5 does perform the best. After that, performance degrades much more slowly
for larger models than for smaller models as OCR quality worsens. All LLM models
perform poorly when CER is 80% or worse.

When considering the relative performance of an all-open-source approach, we ex-
clude olmOCR for photostats and typewritten documents. olmOCR is more difficult
to use and, given current GPU costs, is twice as expensive as Textract while produc-
ing worse results. With this exclusion, the best all-open-source combination of tools
consistently produces a recall ~80% of that of the best available combination.

Table 9 assesses Gemini as an OCR engine. We compare Claude Sonnet 4.5 recall
using whole image text produced by Textract, Gemini 2.5 Flash with single page images,
Gemini 2.5 Flash with double page images, and olmOCR with single page images.

14. In Appendix G we disprove an alternative hypothesis: that Textract’s stronger classification
performance, despite its higher average CER, could be driven by better Textract performance on
racially restrictive text specifically. Relative differences in performance across models hold whether
measured across all images, covenanted images, non-covenanted images, or the racial restriction passage
alone within covenanted images.
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Table 8: Example transcription by olmOCR single page and Textract of the same passage
vs. human transcribed text. Words differing between the human transcribed and OCR

transcribed text are highlighted. Edit distance does not allow adjacent transpositions, as is
consistent with the calculation of CER.

Human Transcribed

olmOCR

Textract

Text

And Also Subject to the
following express condi-
tion and restriction to wit
that any building erected
on the above described
premises shall not be sold
to or used or occupied by
any other person

than one of the
Caucasian descent

And also subject to the
following express condi-
tion and restriction to wit
that any building erected
on the above described
premises shall not be sold
to or used or occupied by
any other person

than one of the
Concession desert

and also subject to the fol-
lowing express condition
and restrution to with
that any building erected
on the above deserved
memises shall not we
sold to a used or armpin
by any other person

than one of the
Carcasion desent

Edit Distance — 7 20

Key Phrase Caucasian descent Concession desert Carcasion desent
Edit Distance — 7 3

LLM Label True False True

OCR produced by Gemini 2.5 Flash using single page images performed similarly to
Textract. Gemini 2.5 Flash does not perform as well as Textract with double page
images. Measuring recall when classifying snippet text improves Gemini Flash 2.5’s
performance slightly relative to Textract.

As shown in Figure 3 and by C'E Rpg5 in Table 9, the CER value corresponding to the
95th percentile of CER values from individual transcriptions, LLM OCR tends to fail
catastrophically on documents that ML. OCR models transcribe accurately. Table 10
contextualizes the impact of this “unexpectedly bad” LLM OCR on classification recall.
Binning covenanted images by their Gemini single-page CER, it reports whole text recall
from Sonnet 4.5, given Gemini single-page and Textract output for the same documents.
Where Gemini CER is high, Textract not only has a much lower average CER but
also categorically better classification recall. Crucially, the documents on which LLM
OCR fails are not necessarily difficult OCR problems: we observe the same behavior
when we reverse the experiment, binning by Textract CER and comparing against
Gemini (Appendix H). This suggests that, where not cost-prohibitive, traditional ML
and LLM-based OCR methods can be highly complementary, each filling in where the
other struggles.

Table 9: Comparison of Gemini as OCR to Textract and olmOCR. Recall on sample
images, whole image text, Sonnet 4.5. Recall colorized by percentile across all recall columns.

Gemini 2.5 Flash
Rwr CER, CERpy;
84.4% 14.5%  78.5%
90.7% 16.4%  93.4%
94.5% 82%  77.5%

Textract
CER, CERpy;
28.1%  71.7%
10.9%  71.4%
51%  27.8%

Gemini 2.5 Flash, SP
CER, CERpy;
7.4%  37.6%
7.3%  54.7%
43%  34.9%

olmOCR, SP
Rwr CER, CERpg;
79.9%| 11.2%  50.2%
88.3% 7.8%  56.4%
96.3% 3.4%  19.5%

Text Type
Rwr

89.1%
92.6%
97.9%

Rwr

89.5%
92.1%
96.9%

Handwritten
Photostat
Typewritten
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Figure 4: Recall using whole text generated by Textract by binned character error rate.
X-axis tick labels indicate the left (inclusive) and right (exclusive) edges of the CER bin.
Recall plotted for each bin with 90% Wilson score (confidence) interval.

5.4 Corpus Performance and Cost

We present estimated classification performance for the entire corpus and the esti-
mated cost of processing the entire corpus split into handwritten (Table 11), photostat
(Table 12), and typewritten images (Table 13). As explained in §4.7, these estimates
are based on performance on the core sample extrapolated to the entire corpus.

As in Tables 4, 5, and 6, we present the best performing combinations of paid
and open-source models applied to snippets, whole image text, or images only. For
simplicity, the only open-weight LLM included in the cost tables is gpt-oss-120b as it
was, on average, the best performing open-weight model across different OCR models
and image types.

We present performance and cost of Gemini 2.5 Flash as OCR for single page images
for handwritten images only. We find that the cost of Gemini 2.5 Flash is simply too
high to consider beyond the most difficult images, here proxied by handwriting—$4.02
per thousand images or $5.50 per thousand images when separately OCRing left and
right pages vs. $0.60-1.50 per thousand images for Textract.!'®> As shown in Table 11,
the results are not much better than those generated by significantly cheaper Textract.

Within each table, total cost, efficiency ratio, and cost per TP are colorized by

15. Reported costs for Gemini 2.5 Flash are for handwritten images; costs vary slightly for other
image types. Textract provides a quantity discount, and price does not vary with image type.
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Table 10: Comparison of whole image text recall between Gemini single page OCR and
Textract when images are binned by Gemini CER. Recall colorized by percentile of value
shared across both columns.

Gemini, SP Textract
CER Bin (%) Ncov img RGemini RTextract CER
[0, 5) 6,576  [NOTIT% 97.2% 6.1%
[ 5, 10) 577 | 95.3% 03.4%  12.8%
10, 20) 190  85.3% 91.1% 18.4%
20, 30) 2 69.4% 87.5%  23.8%
(30, 40) 45 68.9% 93.3% 34.0%
40, 50) 21  66.7% [PI000%Y  34.1%
50, 60) 15  66.7% [ 1000%  21.9%
(60, 70) 13 61.5% 100.0% 24.9%
(70, 80) 34 70.6% 94.1% 21.2%
80, 90) 43 | 46.5% 93.0%  18.5%
(90, 100] 34 8.8% 97.1%  13.9%

percentile, with the worst values in red and the best in green. Recall is colorized
similarly but the percentile ranking is shared across all three tables.

The efficiency ratio is the ratio of (% of max recall) /(% of cost of max recall method).
In Table 11, for example, the efficiency ratio normalizes relative to the highest recall
method: Gemini 2.5 Flash applied to images. Textract paired with Sonnet 4.5 on
snippet text for handwritten images (Table 11, first row) yields 79.1%/90.0% = 87.9%
of the best estimated recall for $249/$481 = 51.8% of its cost. This gives an efficiency
ratio of 87.9%/51.8% = 170%.

The estimated cost tables are ordered by cost per racial covenant found. Ranking
by efficiency ratio is in all cases equal to ranking by cost per racial covenant identified
but not exactly the same as ordering by total cost. Once cost and efficiency ratio are
considered, we see meaningful differentiation in the value of different combinations of
OCR, LLM, and LLM input format (snippet, whole image text, image alone). From
this perspective, the highest recall strategies look much less attractive. For example,
see Gemini Flash 2.5 applied to images or Textract and Sonnet 4.5 on whole image
text compared to Textract and Sonnet 4.5 on snippets or docTR and Sonnet 4.5 on
snippets.

On the other hand, this table highlights the virtue of pairing relatively expensive
OCR tools with full-text search and frontier LLMs for all document types. Since full-
text search filters out irrelevant documents and facilitates construction of text snippets
containing only the most relevant text from the image, most of the benefits in recall
from using a frontier model can be realized without needlessly processing and incurring
the cost of many irrelevant tokens. For all document types, the pairing of Textract,
full-text search, and Sonnet 4.5 is an attractive method with relatively high recall for
relatively low cost.

We find the most efficient combination for photostat and typewritten images to be
docTR paired with full-text search and gpt-oss-120b (first row, Tables 12 and 13). Here,
the highest efficiency method has a recall of approximately ~75%, which is too low for
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our research purposes. This highlights a potential downside of considering efficiency
alone when selecting a method.

Table 11: Estimated performance and cost across entire corpus for handwritten images;
table ordered by increasing cost per true positive found.

OCR LLM Total Efficiency Cost

OCR LLM Method Class Recall
Cost Cost Cost Ratio Per TP

Textract Sonnet 4.5 Snip Paid/Paid 79% $219  $30
Textract gpt-0ss-120b Snip Paid/Open $219 $1
Textract gpt-0ss-120b WT Paid/Open - $219 $25 138%

Gemini 2.5 Flash ~ Image  None/Paid | 90% $0  $481 $481 100% $0.72
Gemini 2.5 Flash, SP  gpt-oss-120b Snip Paid/Open 82% $803 $1 $804 54% $1.32
Gemini 2.5 Flash, SP gpt-0ss-120b WT Paid/Open 82% $803 $25 $829 53% $1.36
Gemini 2.5 Flash, SP  Sonnet 4.5 Snip Paid/Paid 32% $803 $30 $833 52% $1.37
Textract Sonnet 4.5 WT Paid/Paid 83% $219  $806  $1,025 43% $1.65
Gemini 2.5 Flash, SP Sonnet 4.5 WT Paid/Paid 82% $803  $806 = $1,609 27% $2.63
olmOCR, SP Sonnet 4.5 Snip Open/Paid 73%  $1,943
olmOCR, SP gpt-0ss-120b Snip Open/Open | 71% | $1,943

olmOCR, SP gpt-oss-120b WT Open/Open |  72% | $1,943
olmOCR, SP Sonnet 4.5 WT Open/Paid 76% @ $1,943

Table 12: Estimated performance and cost across entire corpus for photostat images; table
ordered by increasing cost per true positive found.

OCR LLM Method  Class | Recall COCR LLM - Total  Efficiency = Cost
Cost Cost Cost Ratio Per TP

docTR: resnet+vggl6 gpt-oss-120b Snip Open/Open | 72% $626 $7

docTR: resnet+vggl6 Sonnet 4.5 Snip Open/Paid 80% $626 $305 918%

docTR: resnet+vggl6 gpt-oss-120b WT Open/Open | 74% $626 $564 662%

Textract gpt-0ss-120b Snip Paid/Open 7% $2,840 $9 = $2,849 286%

Textract Sonnet 4.5 Snip Paid/Paid 79% $2,840 $356 | $3,196 262% $3.46

Textract gpt-0ss-120b WT Paid/Open 8% $2,840 $564 | $3,404 243% $3.74
Gemini 2.5 Flash ~ Image  Nonme/Paid [ 04% |  $0 $10,008 $10,008 100%  $9.08

docTR: resnet+vggl6 Sonnet 4.5 WT Open/Paid 84% $626 $16,022  $16,648 53% $17.03

Textract Sonnet 4.5 WT Paid/Paid 84% $2,840 $16,022  $18,863 47% $19.17

olmOCR, SP Sonnet 4.5 Snip Open/Paid 84%  $28,826 $343 | $29,169 $29.84

olmOCR, SP gpt-0ss-120b Snip Open/Open |  82%  $28,826 $8 | $28,835

olmOCR, SP gpt-0ss-120b WT Open/Open | 83%  $28,826 $564 | $29,390

olmOCR, SP Sonnet 4.5 WT Open/Paid 85%  $28,826 $16,022

5.5 Selecting a Method

We do not think the most “efficient” choice is always the best choice. It’s up to
the end user to determine the balance between cost per find and recall—it may be
worthwhile to pay twice as much per find for increased recall. In the typewritten
case, for example, Textract paired with full-text search and an open-weight LLM looks
particularly attractive as you can achieve recall above 90% while still keeping total costs
fairly low (Table 13, fourth row).

There are some permutations of OCR, LLM, and text input method that are sub-
optimal by nearly any metric. For example, in Table 12 (photostat estimated perfor-
mance), docTR/Sonnet 4.5 with snippet text (second row) is less expensive with higher
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Table 13: Estimated performance and cost across entire corpus for typewritten images;
table ordered by increasing cost per true positive found.

OCR LLM Method  Class | Recall OC& LLM Total — Eificiency = Cost

Cost Cost Cost Ratio Per TP

docTR: resnet+vggl6 gpt-oss-120b Snip Open/Open | 76% $253 $6 $259 3,219% $0.05
docTR: resnet+vggl6 Sonnet 4.5 Snip Open/Paid 86% $253  $245 $498 1,899% $0.09
docTR: resnet+vggl6  gpt-oss-120b wT Open/Open | 76% $253  $227 $480 1,749% $0.10
Textract gpt-oss-120b Snip Paid/Open 92% $1,682 $6  $1,688 596% $0.28
Textract Sonnet 4.5 Snip Paid/Paid 94% $1,682  $263 $1,944 531% $0.32
Textract gpt-oss-120b WT Paid/Open 92% $1,682  $227 = $1,909 528% $0.32
Gemini 2.5 Flash  Image  None/Paid 95% $0 $4,140  $4,140 252% $0.67

docTR: resnet+vggl6 Sonnet 4.5 WT Open/Paid 88% $253  $8,788  $9,041 107% $1.59
Textract Sonnet 4.5 WT Paid/Paid 95% $1,682 $8,788 = $10,469 100% $1.69
olmOCR, SP Sonnet 4.5 Snip Open/Paid 92%  $17,318  $243 = $17,561 58% $2.93
olmOCR, SP gpt-0ss-120b Snip Open/Open | 91%  $17,318 $6 = $17,324 57% $2.95
olmOCR, SP gpt-oss-120b WT Open/Open | 91%  $17,318  $227 | $17,545 57% $2.98
olmOCR, SP Sonnet 4.5 WT Open/Paid 94% | $17,318 $8,788 | $26,106 39% $4.30

recall than Textract /gpt-oss-120b with snippet text. One would choose the latter option
only when constrained by specific model requirements.

All three cost tables raise serious questions about the value of using an LLM directly
for image comprehension without intermediate OCR. Currently, LLMs are relatively
expensive per image while offering marginal improvements in recall compared to several
other methods. There is no way to remove obvious nulls from the dataset without OCR
output when using LLMs directly for image comprehension, unnecessarily inflating costs
for large datasets with rare events. Further, our efficiency measures do not capture the
value of OCR output as a separate data product (§2.3).

The cost quoted in our tables for using an LLM without intermediate OCR is for
a single classification task. Should the first task reveal a second question to be asked
of the corpus, the quoted cost would need to be fully incurred a second time. With
intermediate OCR, the OCR cost is incurred once. That data product can be used
infinitely with full-text search for any future research question to filter to images of
interest and then leverage LLM classification at much lower cost. This OCR data
product is valuable for data exploration, for example, when looking for particular buyers
and sellers without the need for recall augmented by an LLM.

5.6 Functional form of cost considerations

Abstracting from empirical results, cost per find can be expressed in functional form.
Such a formula can be used to understand what drives cost and efficiency, and provides
a way to estimate costs for any project classifying unstructured text in images with an
LLM. We present this formula in terms of dollars per image OCR’d and cost per token
assuming a pay to use OCR model and a frontier model. These terms can instead be
viewed as hours of GPU runtime converted to price, given the cost of the hardware
used.

By assuming trivial overhead and search costs (§4.7), we simplify cost per find to
the ratio of combined OCR and LLM costs to the number of items correctly classified.

Total Cost B Costocr + Costrim

t Per Find = —
Cost Per in # of Finds # of Finds

(1)
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The Costocr component is a product of the number of images (Nimages) i the corpus
and the cost per image of OCR (Piage)-

COStOCR == Nimages X Pimage (2)

The LLM cost can be decomposed into the number of candidate images selected from
the starting corpus using full-text search (Nprg) scaled by the resulting token costs
(T for token counts, P for price per token, and bar for average). Tokens and their
associated price can be split into input, thought, and output. Tiiompe are the input
tokens from the prompt and are assumed to be constant. Ty is the average number
of input tokens in the content passed to the LLM for classification; input tokens may
be text tokens or image tokens.

Costiiy = Npps X T X P
= Nprg X [ ( Taoc + Tprompt) X Pinput
+ Tthought X Pihought
+ Toutput x P, output:| (3)

When considering all documents without full-text search filtering, Nprs = Nimages-
Otherwise, Ngrs is a function of the number of images in the corpus, the true underlying
true positive rate (kiye), the recall rate of full-text search filtering (Rprs), and the false
positive rate of the full-text search filtering (kgpg).

NFTS = Nimages X ktrue X RFTS + Nimages X kFPR (4)
. ~~ g N ~~ g
true positives false positives

The number of items positively identified is a function of the total number images, the
underlying true positive rate, the true positive rate of full-text search, and the recall of
the LLM, given the output of full-text search (Rpimprs).-

# of Finds = Nimages X ktrue X RFTS X RLLM|FTS (5)

When not using full-text search, Rprg is equal to 1 and Ryparrs simplifies to Ry
Putting this together gives us:

-Pimage + (ktrue X RFTS + kFPR) X T X ?

Eirwe X Rprs X RppmipTs

Cost Per Find = (6)
Each of these parameters can be estimated with small samples of a full dataset. Equa-
tion 6 can help estimate unit and total costs for a given project, and help to determine
which set of tools might have the greatest return on investment for a given project.

We note that Equation 6 is fairly linear. However, in cases where the task is par-
ticularly difficult, terms like T' can become non-linear, in particular in thought token
consumption. As discussed in §4.3, we impose a cap to control this non-linearity.

We also find these formulas useful to help think through what drives cost per find.
For example, a higher true underlying positive rate will drive down cost per find.'6
“Efficiency Ratio” can also be considered via equation 6 in combination with recall
estimates used for Rypyrrs given different LLMs and search parameters.

16. Unless token costs are extraordinarily high such that T x E > 1. For an expensive model, costs
are on the order of $30 per million tokens. Even in this case, for T x P to be greater than one, average
token usage would need to be ~33k tokens per evaluated item.
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5.7 Racial Covenants in Philadelphia

Out of 5,097,555 images, we identified 8,395 that contain a explicit racial restriction.
Since a single deed can span multiple images, these correspond to 8,137 unique deeds.
Appendix H provides a further accounting of these numbers.

Figure 5 shows the raw number of racially restricted deeds recorded per year. Figure
6 shows the rate of racially restricted deeds per 100 deeds recorded per year.

We identify three periods of elevated covenant recording activity: 1910-1911, 1924
1929, and 1939-1940 (Figure 5). The first peak is especially elevated when considering
overall real estate activity as proxied by the number of deeds recorded (Figure 6). The
second period of elevated activity corresponds to the Roaring Twenties building boom.
The last peak is at a much lower level than the two earlier peaks. See Appendix J for
a comparison of covenanted deeds recorded relative to residential units authorized.

Racial covenant recording activity drops off dramatically in the late 1940s when
deeds begin regularly using “Under and Subject to restrictions of record” instead of
explicitly listing all current restrictions on a property. Crucially, this phrase gives
no indication as to the type of restriction—it could be restricting fencing material,
the building setback, or the race of the occupant. This means that, while restricted
properties in Philadelphia were still transacting in this time period, this information is
no longer recoverable from the deed as recorded.

The high incidence of covenants in the earliest years suggests that extending our
analysis back to 1880 or earlier, to cover prior building booms, would likely reveal more
covenanted deeds.
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Figure 5: Deeds with racially restrictive Figure 6: Racially restrictive deeds per
covenants, 1910-1965. one hundred deeds, 1910-1965.

Based on human-transcribed restriction text, the most common language used for
racial restriction was “Caucasian,” contained in 97.8% of covenanted deeds. Other lan-
guage included “citizen” (2.8%), “White” (2.2%), “Colored” (0.7%), “African” (0.6%),
“Negro” (0.6%), “Jewish” or “Hebrew” (0.3%), and a handful of very rare phrases like
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“restricted by race” (6), “Italian” (3), “Polish” (2), and “Mongolian” (1).!” A restric-
tion may include more than one of these terms, therefore the quoted percentages do
not sum to one hundred percent.

Each deed can correspond to one or thousands of parcels. Approximately 70% of
covenanted deeds contain only metes and bounds property descriptions rather than
addresses. We find that deeds including an address tend to cover fewer parcels than
deeds with only metes and bounds descriptions.

Preliminary analysis of 7,446 covenanted deeds shows approximately 38,840 corre-
sponding parcels, about ~6.6% of all Philadelphia parcels. We believe this estimate
is conservative. An even more conservative estimate for these 7,446 covenanted deeds
yields a lower bound of 8,832 parcels, while our most permissive estimate yields an
upper bound of 64,591 parcels (1.5% to 11%). A precise measure of covenanted parcels
and their locations for all 8,137 covenanted deeds will be presented in future work.

6 Conclusion

Using 5.1 million images of Philadelphia property deeds from 1910-1965 for this
study, we located 8,395 images which contain a racial restriction. These racially
covenanted images correspond to 8,137 deeds, which we estimate to cover 26.6% of
all parcels in Philadelphia. Forthcoming work will leverage LLMs to extract geographic
information from these deed images in order to match racially covenanted deeds with
modern day parcels.

We present a framework to consider the various costs and trade-offs of different
methods for working with a large corpus of images containing unstructured text. Al-
though we emphasize methods that produce OCR output as a separate data product,
we explore passing images directly to an LLM for classification. After testing the per-
formance and estimating the cost of more than twenty five unique combinations of OCR
and LLMs, our results can be summarized as follows:

1. OCR quality determines the degree of LLM firepower needed. High-quality OCR
removes the need for a frontier LLM.

2. Employing both open-source OCR and open-source LLMs results in meaningfully
worse performance. However, all open-source can be very cheap and may be a
good choice when lower recall is acceptable.

3. Filtering candidate images and narrowing the text context passed to an LLM via
full-text search (“snippet”) yields recall similar to passing whole image text while
greatly reducing token and compute costs. For open-source LLMs, working with
snippets improves recall; for frontier LLMSs, there is a small net loss in recall.

4. The best image comprehension enabled LLM models can handle classification
without OCR as an intermediate step, although this does limit research flexibility.
Further, LLMs are not yet clear winners as OCR engines and costs can quickly
balloon.

17. These words are not consistently capitalized in deeds.
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We prefer an ensemble method incorporating tools, such as OCR as an intermediate
step and full-text search, for the additional research value and flexibility it provides.
The ensemble method does not always produce the highest recall, but it produces
sufficiently high recall while balancing fiscal cost with flexibility not quantified in any
of our metrics.

Every project is subject to different priorities and constraints. The functional form
of cost per find we present in §5.6 can be used to estimate the cost of different combina-
tions of OCR and LLMs for any dataset. We hope our results, framework, and formula
provide practical guidance to characterize and select a research design.
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A Glossary

Character error rate is calculated as the number of edit operations between a source
string and a reference or “correct” string. This is given by the formula
S+D+1
CER = ——— 7
= 7)
where S is substitutions, D is deletions, I is insertions, and N is the length of the target
string. For detailed definitions of these operations, see Damerau—Levenshtein. In
essence, this is a measure of the percentage of the source string that is “wrong” relative
to the reference string.

Context window is the maximum amount of text (tokens) an LLM can process at
one time, including both input and output tokens.

Damerau—Levenshtein edit distance is a measure of the number of steps to go
from string a to string b. These steps are broken into replacements, insertions, dele-
tions, and adjacent transpositions. Simple “edit distance” or “Levenshtein distance”
does not permit adjacent transpositions. For example, the following are all Damerau-
Levenshtein edit distance of one; replacement: bat—bot, insertion: cat—cart, deletion:
bread—read, adjacent transposition: form—from. The latter example would be dis-
tance two in simple Levenshtein distance terms.

F1 is the harmonic mean of precision and recall. Relative to a straight average, very
low recall or precision results in a lower F'1 score.
Precision x Recall
F1=2x (8)

Precision + Recall

frequency_penalty is an LLM sampling parameter that reduces the likelihood of a
token being generated again based on how many times it has already appeared in the
output so far. It applies a penalty that scales with token frequency—the more often a
token has occurred, the larger the penalty applied to its logit before sampling. Takes
various ranges depending on the particular model or API being used. Typically it can
be set to discourage (positive value) or encourage (negative value) token repetition.
Similar to repetition_penalty, but frequency penalty escalates the more often a
token appears.

Intestacy occurs when an owner of property dies without having written a will. Prop-
erty transfer under intestacy is a major cause of tangled titles.

Precision is the ratio of items correctly labeled positive by a model over the total
number of items labeled positive by the model:
True Positives

P . . — 9
FOCISION = he Positives + False Positives .

or the share of positive labels correctly given. See recall for explanation of why this
measure is useful.
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Recall is the ratio of items correctly labeled positive by a model over the number of
positives in the underlying dataset:

Recall — True Positives ( 10)

True Positives + False Negatives

or the percent of relevant labels found. Also called “true positive rate.” Along with
precision, this measure retains its meaning whether the positive class is very large or
very small as a share of the total population, unlike simple accuracy. Simple accuracy
is (correct predictions) / (total predictions). Imagine a dataset with ninety 1s and ten
Os—a model that always predicted 1 would have a simple accuracy of 90%, despite the
fact that this is obviously a bad model for the purpose of identifying the Os. In this
case, the model would have a precision and recall of 0, correctly capturing the “always
1”7 model’s poor performance.

repetition_penalty is an LLM sampling parameter that reduces the likelihood of a
token being repeated more than once, considering both the prompt and the output. It
is applied multiplicatively. Similar to frequency_penalty, but repetition_penalty
is a flat penalty by token and does not scale with the cumulative occurrence of said
token.

Tangled titles, often associated with “heirs’ property,” describe properties where the
name of the owner on the deed is not the same as that of the apparent owner. Tan-
gled titles are a major issue that prevents households from benefiting from property
ownership.

Temperature is an LLM sampling parameter that controls how deterministic its re-
sponses are. The lower the temperature, the more consistent the LLM’s responses will
be when asked the exact same question multiple times. The lower bound on tempera-
ture is 0. While temperature does not theoretically have an upper bound, most models
accept a maximum value of 1 or 2. Roughly speaking, temperature works by scaling the
model’s output logits before they are converted into probabilities: lower temperatures
sharpen the probability distribution (concentrating it on the most likely tokens), while
higher temperatures flatten it (making less likely tokens more probable). At temper-
ature 0, sampling reduces to always choosing the most likely next token. That said,
even at 0, a model will not always produce identical results——sometimes because the
model doesn’t accept a true zero temperature (instead substituting a very small non-
zero value), but more often due to lower-level nondeterminism such as floating-point
rounding effects in parallelized GPU computations.

Token is the basic unit of text that an LLM processes. Depending on the model and its
tokenizer, a token may be a whole word, a sub-word (a fragment of a word), or a single
character. As a rough rule of thumb, one token corresponds to about 4 characters of
English text (including spaces). However, this varies considerably and depends on the
specific model and encoding method used. Rare words and numbers tend to be split
into more tokens, common words into fewer.
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B LLM Prompts

As described in §4.6, we used the same basic starting prompt for all of our LLM
labeling tasks. Figure 7 illustrates this prompt.

For gpt-0ss-20b and -120b, we found it necessary increase the specificity of our
instructions. We provided detail explicitly attempting to avoid false positives from anti-
discriminatory passages and from business restrictions containing potentially racially
coded tokens. On the other hand, gpt-oss did not like to assume that “Caucasian” was
a strong sign of a racial covenant. Specifically, the following was added to the prompt
for the gpt-oss models: “Try not to mistake restrictions on businesses like blacksmiths
or piggeries as a racial covenant. Do not label anti-discriminatory clauses as racially
restrictive. In general, if you see something that looks like a restriction on race or a
restriction on a word that looks vaguely like “Caucasian” you should call this a racially
restrictive covenant.”

For Gemini 2.5 Flash applied directly to an image, we used the same prompt as in
Figure 7 but modified references to deed text to references to the input image: “This
source image can be low quality. It is important that you read documents very carefully
and in their entirety. You must very carefully read and consider the document, taking
in to account the full context of the text in the ¢mage. Only consider information
contained in the image.” We found it necessary to emphasize this last point. Gemini
would often make an inference that a deed from a certain time period was likely to have
a covenant—by considering outside “knowledge” embedded in the LLM.

36



Prompt:

System:

You are a lawyer very carefully reading deeds to find covenants restricting
use of property for business purposes. It is important that you read docu-
ments very carefully and in their entirety. The text you are reading will be
OCR'd text and will have some mistakes, you should try to correct these. You
must very carefully read and consider the document, taking in to account
the full context of the text | present. First consider how you would respond
in a more lengthy discussion where you explain things, then summarize
this into just a yes or no answer. You response will be in the form of the
following json, where you use proper escaping for quotes within strings
using backslashes:

{

“covenant_exists”: boolean
, “comments”: string

}

Absolutely do not return anything but json. If you have more to say put
it in “comments”. Do not use any quotation marks of any form inside of the
body of “comments”. Only use them as appropriate to denote a string in a
json.

Instructions:
Does this passage from a deed contain a racially restrictive covenant?

SNIPPET OR WHOLE IMAGE TEXT

Figure 7: The system prompt provided to the LLM instructing it how to interact with the
data and how to format its response. The “comments” section provides a space for the LLM
to explain its reasoning.
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C Estimating True Total of Covenanted Images in
Corpus

Tables 11, 12, and 13 depend on estimates of two key values. First, the number of
covenanted images across all 4,682,704 deed images, not just those in our core sample
of 279,131 images (see §4.2). We denote this value as Covy,. Second, the recall of
each method (combination of OCR, LLM, and LLM input format) when considering
all 4,682,704 images, which we denote as Ry ,. We denote handwritten, typewritten,
and photostat as h, t, and p.

In order to estimate Couvy, we start with known performance statistics for Tex-
tract 2025 and Textract 2021. We must consider Textract 21 results because, for cost
reasons, it is the only OCR method we applied to all images in the corpus. We also
consider Textract 25 because we ran most of the handwritten and typewritten images
through this method. Using the performance of Textract 21, Textract 25, and the
rate of covenants in the random portion of the core sample, we produce an estimate of
Covyy. Then, using the comparative performance of Textract 25, Textract 21, and a
given method (m)—a combination of OCR, full-text search, and LLM—we produce an
estimate for each Ry .

For example, for handwritten images, we reran all images through Textract 25 and
evaluated the resulting text for covenants via snippets and whole image text passed to
Sonnet 4.5. We then scaled up what we found by the appropriate recall rates measured
in the core sample. For photostats, where we did not apply Textract 25 to any image
outside of the core sample, we assume covenants occur outside the core sample at the
same rate as in the randomly selected component of the core sample; see §4.2 and
Appendix D. The typewritten total is estimated using a combination of these methods.

In detail, we start with the decomposition:

Covior = TTos821,71s + 1105 prs + TTo5 wr (11)

where 115491 prs are covenanted images that match via full-text search on Textract
25 and Textract 21 output, T prs are covenanted images that match via full-text
search on Textract 25 output but that do not match via full-text search on Textract 21
output, and TT5; wr are covenanted images that do not match via full-text serach on
Textract 25 output.

Because the core sample includes any image in our corpus of images with a full-text
search match to Textract 21 output, there are no images outside of the sample that
match via full-text search on Textract 21 output (see §4.2). TTh5g91 prs is therefore a
known quantity:

TThs5891 rrs = Core Sample, Covenanted Images, FTS Match 7755 and 77y  (12)

TTss prs can be decomposed into a known component (in the core sample) and one
which we must estimate (outside the core sample):

TTosprs =  TTas5rrsecore T+ 1105 FTS¢Core
TTysprs = (Core Sample, Covenanted Images, FTS Match 7755 and not T7%;)
+ (Covenanted Images Outside Core Sample, FTS Match TT5;) (13)
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The same decomposition into a known and unknown component holds for TTyw:

TToswr =  TToswrecore + 115 wrgcCore
TToswr = (Core Sample, Covenanted Images, No FTS Match)
+ (Covenanted Images Outside Core Sample, No FTS Match T755) (14)

Therefore, we must produce estimates for 7755 pregcore and 1755 wr¢core-

For handwritten (h) documents, we ran all images in the corpus through Textract 25,
while for typewritten (¢) documents, we ran nearly all the images through Textract 25.
Ignoring a small adjustment for these remaining un-reOCRed typewritten images,'® for
handwritten and typewritten documents we can estimate Covenanted Images Outside
Core Sample, FTS Match to Textract 25 as:

TPTTQS,FTS €(hVt)¢TTs1 prs¢Core,Sonnet,Snippet

TT25,FTSE(th)¢Core - (15)

RTTQEJ,FTSG (hVt)¢TTy1 prs€Core,Sonnet,Snippet

That is to say, we estimate the second half of Equation 13 by taking true positives
generated by Sonnet 4.5 on snippet text for images matching via full-text search on
Textract 25 output and scaling them up by the recall, in the core sample, of Sonnet 4.5
on snippet text for images matching via full-text search on Textract 25 output but not
on Textract 21 output. The key assumption is that the recall of Sonnet 4.5 on Textract
25 snippets is the same outside the core sample as inside it, conditional on an image
matching via full-text search on Textract 25 but not Textract 21 output.

For handwritten deeds we also passed all the new Textract 25 text through as whole
image text. Therefore:

TPTT25 €h¢TTor5 prsETTo1 prs¢Core,Sonnet,Whole Text

TTo5 wreh¢Core = (16)

RTT25Eh¢TT25,FTS ¢TT>1 prs€Core,Sonnet,Whole Text

This follows the same logic of Equation 15. We take true positives generated by Sonnet
4.5 on whole image text for images outside the core sample that do not match via
full-text search on Textract 25 or Textract 21 output, and scale them up by the recall,
in the core sample, of Sonnet 4.5 on whole image text for images that do not match via
full-text search on Textract 25 or Textract 21 output. The key assumption is that the
recall of Sonnet 4.5 on Textract 25 whole image text is the same outside the core sample
as inside it, conditional on an image not matching via full-text search on Textract 25
or Textract 21 output.

Due to cost considerations and the high recall we found using snippets alone, we did
not rerun typewritten documents as whole text using Textract 25 output and Sonnet
4.5. Therefore we need a different way to measure 7755 wrergcore. We form the following
estimate:

Cov

eteCorecRandom

TT: = Images X 17
25,WTet¢Core g €t§ZCore¢ImagesTT25yFTs ImageseteCoreeRandom ( )

18. We did not reOCR typewritten images for the years 1931 through 1934, given the overall low
rate of covenanted deed per deed recorded in this period. For Equation 15, we estimated the number
of missing Sonnet 4.5, Textract 25 snippet finds by taking (old 21 snippet TP, 1931-1934)x (new 25
snippet TP, 1913-1930)/(old 21 snippet TP, 1913-1930). This assumes new Textract 25 finds are a
function of the number of old Textract 21 finds.
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This is the number of typewritten images, not in our core sample, that do not match via
full-text search on Textract 25 output, scaled by the rate at which we found covenanted
images in typewritten images that were selected randomly for inclusion in the core
sample.

We must take a different approach for photostat deeds. Given cost considerations
and the very low rate per image of covenants in this period, we did not OCR any of
the images outside the core sample using Textract 25. Instead, we first estimate the
number of new covenants that would be found assuming we did run Textract 25 on all
photostat images:

TT25€p¢Core = TT25,WTEp¢Core + TTZS,FTSEp%Core
COUEPGCoreGRandom
(18)

= I'magesepgcore X 7
mageSecpeCorecRandom

Analogously to Equation 17, we estimate the number of photostat true positives to be
found outside of the core sample by assuming they occur at the same rate as in the
randomly selected component of our core sample. We can than estimate which of these
incremental new finds would match a full-text search query:

COUEPECOTeETTQS,FTS ¢TT>1 FTs

TT25,FTS€p§ZCore = TT25€p¢C0re X (19)

CO/UGPGCOI’E%TTQLFTS

That is, we estimate how many covenanted images outside our core sample would match
via full-text search on Textract 25 output by allocating our estimate of all covenanted
images outside the core sample via the within-core-sample ratio of covenants full-text
search matching via Textract 25 but not Textract 21 output to those not matching via
Textract 21 output.

TT55 wrepgcore 18 then calculated as:

TT25,WT€p¢Core = TT25€p¢Core - TT25,FTS€p¢Core (20)

One could see an issue with the estimate of 1755 wr for photostats vs. typewrit-
ten documents—perhaps this difference underestimates how many photostats would be
found on whole image text using Textract 257 That said, given that Textract 21 actu-
ally performs better on photostat recall than Textract 25 (see Appendix H and I), we
do not think this is a big concern.

Armed with each of our estimates for Cov,; by image type, we can now estimate
Riot.m based on T'P,,/Couy i.e. an estimate of the number of covenants identified by
each choice of LLM and text/image input type.

TPT)’L =+ TT25&21,FTS X Rm|ECOI‘eETT25’FTs€TT21,FTS

+ TTosrrs X RinjeCoreeTTys prs@TTor prs
TT5s wr X Ryn|eCoreg TTas pra@TTor prs (21)
Or in words, we scale the terms in Equation 11 by the corresponding conditional recall
measured in the core sample. The first part of this sum uses recall in the core sample

for the method (m) on images that matched via full-text search on both Textract 25
and 21 output. The second part uses recall in the core sample for the method on the
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subset of images in the core sample that matched using Textract 25 output not via
Textract 21. The third part uses recall in the core sample for the method on the subset
of images in the core sample that did not match any full-text search using Textract 21
or 25 output.

R, is then TP, /Couv;y, the ratio of Equations 21 and 11.
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D Sample Selection

In §4.2, we describe how our core sample of 279,131 images is composed of four
components: (1) images matching any of our search terms (see Appendix E) in text
output by Textract in November 2021; (2) any additional covenanted image identified as
of December 2025 (Santucci 2020); (3) any image in a deed associated with a covenanted
image known as of December 2025; and (4) a random sample from all remaining images.

In §4.2, we say of the random component: “103,834 images in the subset are a 4.3%
sample of all remaining deed images recorded between 1910-1950 and a 0.11% sample
of all deeds recorded from 1951-1965.” While accurate, this is a simplified description.

More precisely, these 103,834 images arise from two distinct selection processes, each
of which yields results equivalent to a simple random draw.

The first process is a 4% sample of all remaining images (after excluding the first
three components described in the first paragraph) recorded between 1910 and 1955
that fuzzy match the word “under” and the word “subject” in close proximity (slop of
two). The majority of restrictive clauses—racial or not—start with the phrase “under
and subject to...” This sampling method was designed to select for images more likely
to contain a racial covenant than for those truly drawn at random.

The second selection process is a 4.3% random sample of all remaining images—
excluding the first three components described in the first paragraph and anything
fuzzy matching “under” and “subject”—from 1910-1950.

In both selection processes, the later years—1956-1965 and 1951-1965—were ex-
cluded due to the large number of images and extremely low rate of covenants per
image recorded from 1951 forward (see §5.7). The ex-post rate at which “under” and
“subject” images contained covenants was nearly identical to the ex-post rate in the
“fully random” subset. Given this, and for concision of explanation, we combined these
two components into one description in §4.2.

The random component of our core sample actually contains no deeds from 1960-
1965. Where we use statistics from 1960-1965 to estimate the full count of covenanted
photostat images (see §5.4 and Appendix C), our cost analysis assumes covenants occur
at the same rate as from 1934-1959. Since photostats from 1960-1965 actually contain
covenants at a lower rate (see Figure 6), this assumption inflates the total estimated
number of covenanted photostat images. This bias works against the takeaways shown
in §5.4 Table 12 because it increases the frequency of the event. Thus it is appropriate to
describe this part of the sample as “0.11% sample of all deeds recorded from 1951-1965”
without impacting the meaning of any of our results.
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E Philadelphia: Search Terms for Racial Covenants

Here we show statistics on the search terms used for our sample construction (see
§4.5) and snippet statistics (see §4.6). All three tables in this Appendix use the 279,131
images in our core sample with OCR text generated by Textract in December 2025.
Search terms are only listed in tables if they returned at least one covenanted image.
There are many terms we searched that did not return a covenanted image; those are
not listed here.

Table 14 shows the number of images matched by each of our fuzzy search terms.
This table is not deduplicated. For example, any image matching “Caucasian race”
would also be matched by “Caucasian.” The table is ordered by the number of
covenanted images matched by the given search term. Terms matching no covenanted
images are excluded from the table. Table 14 also reports performance of Claude Son-
net 4.5 on text snippets associated with the given search term. “Pct with Covenant” is
the percentage of matched images that contain a covenant. In other words, this column
is full-text search precision (Pgrg), the complement to Rprs in Equation 4 in §5.6.

Table 15 is deduplicated. Per-term match counts sum to the total number of dis-
tinct images matched across all terms. The table was built iteratively using greedy
assignment. At each step, we select the term with the highest share of true positives
among unassigned matched images. Put another way, we select the term with the high-
est remaining term-level precision (Pprs). We then assign matching images to this term
and remove these images from the pool. We repeat until no matching images remain.
Terms matching no covenanted images are excluded from the table.

Tables 14 and 15 contain terms with an “x” inserted where a space should appear.
This lets full-text search match text in which a space between words was replaced by
another character, whether in the original document or by OCR.

Table 16 presents “fuzzy fuzzy” search terms as described in §4.5. This table is
deduplicated as in Table 15 and only shows incremental matches relative to Tables 14
and 15.

In Philadelphia, certain language, like “Caucasian”, is almost always associated only
with a racial covenant, while other phrases, such as “not be sold,” are only occasionally
associated with such a covenant. That said, low full-text search precision terms, such as
“not be sold” or “occupied person,” do identify a substantial number of new covenants
not matched by high precision search terms as seen in Table 15.

Documents fuzzy matching “Caucasian” do lead to false positives (FPprg)—either
in the form of proper names within edit distance two or via a tiny number (4) of cases
where a deed contained “Caucasian” but not in reference to a covenant on the property.
The four false-positive uses of “Caucasian” described 1) the race of a buyer, itself a
sign of a biased transaction, 2) a piece of furniture, 3) a neighborhood, and 4) a racially
restricted scholarship at Temple University.

While covenants explicitly excluding occupancy by Asian people exist in other cities,
we found zero true positives in Philadelphia when searching for associated racial terms.?
For this reason, Tables 14, 15, and 16 contain no such language, even though we did
search for terms reported in other cities. Matches to “asian race” shown in the tables
are all cases where “Caucasian” was split across lines as in “Cauc- asian.”

19. We did, once working with human transcribed text, find one covenant containing the word “Mon-
golian.”
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Table 14: Search terms and performance on core sample, OCRed with Textract. Not
deduplicated—images can match multiple rows in table. Only terms returning at least one covenanted
image are shown. Claude performance is Sonnet 4.5 on snippets.

Search Term Matches Contains Claude Pct with Cov. Claude
Covenant TP FP TN FN (Prrs) Precision Recall
caucasian 6,147 6,137 6,130 0 10 7 99.84 100.00  99.89
caucasian race 4,766 4,763 4,761 0 3 2 99.94 100.00  99.96
shall not be 75,315 4,362 4,272 6 70,947 90 5.79 99.86  97.94
occupied by any 6,184 4270 4,220 0 1,914 50 69.05 100.00  98.83
occupied person 3,952 3,730 3,688 0 222 42 94.38 100.00  98.87
shall be sold 14,150 2,485 2,449 2 11,663 36 17.56 99.92  98.55
not be sold 6,237 2,472 2,435 2 3,763 37 39.63 99.92  98.50
shall not sold 8,531 1,943 1,910 3 658 33 22.78 99.84  98.30
shall not be sold 7,488 1,841 1,812 2 5645 29 24.59 99.89  98.42
other races 3,124 1,679 1,679 1 1,444 0 53.75 99.94 100.00
other than those 2,799 1,514 1,503 0 1,285 11 54.09 100.00  99.27
caucasian descent 1,016 1,016 1,013 0 0 3 100.00 100.00  99.70
citizen united 333 206 204 0 127 2 61.86 100.00  99.03
casian race 299 180 179 0 119 1 60.20 100.00  99.44
white race 300 131 130 0 169 1 43.67 100.00  99.24
asian race 130 124 123 0 6 1 95.38 100.00  99.19
caucasi 110 110 110 0 0 0 100.00 100.00 100.00
white person 438 90 90 2 346 0 20.55 97.83 100.00
cauc race 98 87 87 0 11 0 88.78 100.00 100.00
cauces race 72 66 66 0 6 0 91.67 100.00 100.00
race occupy 80 56 56 0 24 0 70.00 100.00 100.00
ian race 51 50 48 0 1 2 98.04 100.00  96.00
casian descent 52 46 45 0 6 1 88.46 100.00  97.83
colored person 1,499 43 42 0 1,456 1 2.87 100.00  97.67
negro negroes 323 38 38 1 284 0 11.76 97.44 100.00
except servants 47 36 36 0 11 0 76.60 100.00  100.00
negro person 44 35 35 1 8 0 79.55 97.22 100.00
african descent 45 35 35 1 9 0 77.78 97.22 100.00
negro descent 27 24 24 0 3 0 88.89 100.00 100.00
domestic servent 48 24 23 0 24 1 50.00 100.00  95.83
domestic servant 24 22 22 0 2 0 91.67 100.00  100.00
asian descent 22 22 22 0 0 0 100.00 100.00 100.00
cauc descent 23 20 20 0 3 0 86.96 100.00 100.00
colored race 1,257 19 19 1 1,237 0 1.51 95.00 100.00
jewish race 273 19 19 0 254 0 6.96 100.00 100.00
caucasianrace 17 17 17 0 0 0 100.00 100.00 100.00
cauces descent 18 17 17 0 1 0 94.44 100.00  100.00
color race 1,210 16 16 1 1,193 0 1.32 94.12 100.00
different race 174 15 15 0 159 0 8.62 100.00 100.00
caucasianxrace 13 13 13 0 0 0 100.00 100.00  100.00
negro race 20 11 11 0 9 0 55.00 100.00 100.00
african race 104 5 4 0 99 1 4.81 100.00  80.00
ian descent 5 4 4 0 1 0 80.00 100.00 100.00
color person 882 3 3 0 879 0 0.34 100.00 100.00
racial restrictions 312 2 1 0 310 1 0.64 100.00  50.00
casianrace 2 2 2 0 0 0 100.00 100.00 100.00
caucasianxdescent 2 2 2 0 0 0 100.00 100.00 100.00
domestic service 9 2 2 0 7 0 22.22 100.00 100.00
caucasiandescent 2 2 2 0 0 0 100.00 100.00 100.00
notxbexsold 1 1 1 0 0 0 100.00 100.00 100.00
asianrace 6 1 1 0 5 0 16.67 100.00 100.00
asiatic 2 1 1 0 1 0 50.00 100.00 100.00
ien race 5 1 1 0 4 0 20.00 100.00 100.00
jewish descent 92 1 1 0 91 0 1.09 100.00 100.00




Table 15: Deduplicated search terms and performance on core sample, OCRed with Textract. Matches
duplicated recursively, retaining search terms with highest remaining percent share with covenant until
all images matching search terms exhausted. Only terms returning at least one covenanted image are
shown. Claude performance is Sonnet 4.5 on snippets.

Search Term Matches Contains Claude Pct with Cov. Claude
Covenant TP FP TN FN (Prrs) Precision Recall
caucasian race 4,725 4,722 4,720 0 3 2 99.94 100.00  99.96
caucasian descent 1,016 1,016 1,013 0 0 3 100.00 100.00  99.70
occupied person 711 490 450 0 221 40 68.92 100.00 91.84
caucasian 370 363 361 0 7 2 98.11 100.00  99.45
not be sold 3,852 146 124 1 3,705 22 3.79 99.20 84.93
occupied by any 1,994 131 115 0 1,863 16 6.57 100.00  87.79
asian race 126 120 119 0 6 1 95.24 100.00  99.17
caucasi 105 105 105 0 0 0 100.00 100.00 100.00
shall not be 63,105 85 37 4 63,016 48 0.13 90.24  43.53
other than those 1,322 63 55 0 1,259 8 4.77 100.00  87.30
other races 1,468 46 46 1 1421 0 3.13 97.87 100.00
shall be sold 5,255 24 19 0 5,231 5 0.46 100.00  79.17
negro descent 26 23 23 0 3 0 88.46 100.00 100.00
ian race 23 22 20 0 1 2 95.65 100.00  90.91
asian descent 21 21 21 0 0 0 100.00 100.00 100.00
race occupy 42 18 18 0 24 0 42.86 100.00 100.00
caucasianrace 17 17 17 0 0 0 100.00 100.00 100.00
shall not sold 1,024 15 12 1 1,008 3 1.46 92.31  80.00
white race 179 11 10 0 168 1 6.15 100.00  90.91
african descent 20 10 10 1 9 0 50.00 90.91 100.00
white person 342 9 9 2 331 0 2.63 81.82 100.00
citizen united 135 8 7 0 127 1 5.93 100.00  87.50
cauc race 16 6 6 0 10 0 37.50 100.00 100.00
casian descent 12 6 5 0 6 1 50.00 100.00 83.33
negro person 15 6 6 1 8 0 40.00 85.71 100.00
casian race 118 5 5 0 113 0 4.24 100.00 100.00
cauces race 10 4 4 0 6 0 40.00 100.00 100.00
colored person 417 4 3 0 413 1 0.96 100.00  75.00
cauces descent 5 4 4 0 1 0 80.00 100.00 100.00
negro race 12 3 3 0 9 0 25.00 100.00 100.00
domestic servant 5 3 3 0 2 0 60.00 100.00  100.00
shall not be sold 4,430 2 2 0 4,428 0 0.05 100.00 100.00
caucasianxdescent 2 2 2 0 0 0 100.00 100.00 100.00
domestic servent 24 2 1 0 22 1 8.33 100.00  50.00
except servants 13 2 2 0 11 0 15.38 100.00 100.00
racial restrictions 45 2 1 0 43 1 4.44 100.00  50.00
cauc descent 5 2 2 0 3 0 40.00 100.00 100.00
color person 14 1 1 0 13 0 7.14 100.00 100.00
casianrace 1 1 1 0 0 0 100.00 100.00 100.00
african race 93 1 1 0 92 0 1.08 100.00 100.00
colored race 135 1 1 1 133 0 0.74 50.00 100.00
notxbexsold 1 1 1 0 0 0 100.00 100.00 100.00




Table 16: “Fuzzy Fuzzy” search, deduplicated - using phrases found from other searches.
Search performed on core sample, OCRed with Textract, resulting snippets evaluated with
Sonnet 4.5. Matches duplicated recursively, retaining search terms with highest remaining
percent share with covenant until all images matching search terms exhausted. Terms

matching no covenanted images are excluded.

Search Term Matches Contains Claude Pct with Cov. Claude
Covenant TP FP TN FN (Prrs) Precision Recall
w/ 2 unique TP each (9) 926 8 13 1 907 5 1.94 92.86 72.22
w/ 1 unique TP each (16) 2,003 16 11 0 1,987 5 0.80 100.00  68.75
comeasian 61 9 8 0 52 1 14.75 100.00 88.89
eauessian 7 4 4 0 3 0 57.14 100.00  100.00
convasion 433 3 0 0 430 3 0.69 0.00 0.00
esmeasian 4 3 3 0 1 0 75.00 100.00 100.00
compasioni 114 3 2 1 110 1 2.63 66.67  66.67
thecaucasian 3 3 3 0 0 0 100.00 100.00 100.00
concesion 433 3 1 0 430 2 0.69 100.00 33.33




F Practical OCR Model Takeaways

Here we give more detail of our experience working with the various OCR methods
outlined in this paper.

Typically, OCR involves two steps. First, segmentation—breaking the image into re-
gions, lines, words, and/or characters. Second, identification or recognition—assigning
characters to individual segments. The three ML based tools—Kraken, TrOCR and
Amazon Textract—we tested for handwriting recognition treat these steps in very dif-
ferent ways. Kraken includes separate tools for segmentation and recognition that must
be run separately. TrOCR only performs recognition and is meant to read a “line” of
text. Textract does both in one combined step—at least for the purpose of how the
user interacts with the API.

Kraken has separate segmentation and recognition models. It includes a neural-
network-based segmentation model (blla) and a rules-based legacy segmenter. For
handwritten text, we used the blla model, as it is designed to handles the curves,
loops, and irregularity of handwritten text. We tested two different recognition models:
1) McCATMUS (Chagué 2024), a model for handwritten and typed text trained on
text in seven languages from the 16th to 21st centuries, and 2) RevCity (Nelson 2026),
a handwriting model trained on 18th century English text.

As discussed in 4.3, TrOCR takes as input an image of a single line or word of text.
It does not provide any segmentation tools, so we used Kraken’s blla segmentation to
produce the input for TrOCR. The documentation makes clear that the model treats all
image inputs as 384 by 384 pixels, resizing any input to this size. This results in highly
distorted (horizontally squished) text for most single lines of text, since such a line is
normally much wider than it is tall. What is unclear from its documentation is whether
TrOCR would perform better if the input image were processed to fit the 384 by 384
size without squishing—for example, by working on single words or very short phrases,
or by shrinking the line down and padding it with white space to preserve the aspect
ratio. We tested these pre-processing methods, but the model performed best without
them. We therefore infer that the model was trained on heavily distorted images.

docTR is a wrapper around a set of various ML models broken into separate steps
for segmentation and recognition. Metrics reported in docTR’s documentation suggest
mostly similar OCR performance across different choices of models. However, we found
that only the default choices of db_resnet50 for segmentation and crnn vggl6_bn for
recognition where viable from a run time perspective. None of the default ML segmen-
tation or recognition models are designed to work with handwritten text; therefore, we
only used docTR on typewritten and photostat images.

F.1 LLM Based OCR

There are several free-to-use LLM models that have been custom-built or fine-tuned
specifically for OCR work. We tested two of the top models according to self-reported
performance metrics as of the end 2025—Chandra OCR, (Datalab 2025) and olmOCR.
For all practical purposes, both models will only run on a GPU, and only acceptably
fast on nearly top-of-the-line hardware. Chandra needs ~18 GB of VRAM just for the
model, and olmOCR needs ~12 GB. Memory requirements spike quickly as batch size
increases.
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Both Chandra and olmOCR are very likely to get stuck or “loop hallucinate.” This
is where the model repeats the same set of output tokens indefinitely until it hits its
max allowed output tokens cap. This behavior means some percentage of output is
totally useless. More important, this issue greatly slows down the process of OCR for
thousands of images, let alone for millions of documents.

For efficient use of GPU time, LLMs must process a set of images as a batch,
where the model performs the necessary matrix operations across many images at once.
Compute time increases as a function of the longest running task in a batch. This is
true if even one image in a batch gets stuck. This behavior can be controlled to some
degree with a variety of parameters, for example, temperature, frequency_penalty,
or repeat_penalty or by capping output tokens. However, tweaking these parameters,
even a small amount, can adversely affect performance. These parameters can be
technically difficult to set depending on the interface available with the model. In
particular, with Chandra, this means abandoning the simple Python wrapper provided
by chandra-ocr and instead working with lower level objects from the package.

Finding the optimal settings to minimize loop responses requires iteration using
training/test /holdout splits—as well as labeled data against which to evaluate per-
formance. This is a tall order. In practice, settings often end up being determined
heuristically and approximately. Table 18 quantifies how often loops occur in various
OCR methods after optimization to lower their occurrence.

Another drawback of the LLM models considered for OCR (and of nearly all LLM
OCR models) is that they do not produce bounding boxes—text is returned as one
block in reading order without context as to its placement in the image. Depending
on project needs, this could be a deal breaker. For our project specifically, bounding
boxes are valuable because they enable verification of OCR output and LLM labels
by allowing relevant text to be highlighted on the original image. Their absence is
therefore a major, but not disqualifying, drawback. It is possible to use a separate ML
segmentation model to isolate parts of the image into lines, boxes, and tables and then
to pass these smaller images into an LLM. Such work is outside the scope of this project
and would add a great deal of technical overhead, time, and cost.

Finally, as mentioned in §2.2, LLMs attempt to make OCR text coherent. Most of
the time, this behavior improves various measures of performance, but it can result in
substantial hallucination. For our task, even with this type of hallucination, we were
still able to match relevant snippets via fuzzy search, and the meaning of the returned
snippet was usually preserved sufficiently for an LLM to accurately identify racially
restrictive covenants. For example, “Caucasian Race” was sometimes interpreted as
“Canadian Race,” which remains an explicitly racial—or at least nationality-based—
restriction, albeit with completely incorrect context and meaning. There were other
cases where LLMs’ coherency bias destroyed meaning, such as the one demonstrated in
Table 8, where “Caucasian Race” was read as “Concession desert.” Bias towards co-
herence over accuracy could be a very serious problem in other use cases, perhaps when
looking at quantitative data, proper names, or uncommon English language phrases.

Chandra proved particularly challenging to use. The documentation is insufficiently
detailed, and it is not packaged to work with vanilla vLLM. Instead, the required
“chandra v11lm” needs sudo access to run, which we could not grant. We therefore
interfaced with Chandra via HuggingFace’s API and the chandra-ocr Python wrapper,
which was buggy. For instance, its prepackaged batching function did not properly
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submit tasks as a batch to the GPU. We found no useful guidance on accelerating
performance, addressing loop hallucination (aside from unanswered GitHub tickets?’),
or choosing optimal input image size. We suspect Chandra resizes images internally,
but could not confirm whether resizing them ourselves would help without digging deep
into the codebase. We could not reduce loop hallucination to an acceptable level, even
when turning hyperparameters up to the point of nonsensical or empty output (see
Table 19). Chandra’s aggressive memory use limited us to a batch size of 10, even on
an H200, and our fastest run time with coherent output was 90 seconds per image.
Given this, we abandoned Chandra after running it on just 3,010 images known to
contain a covenant.

An evaluation on these same 3,010 images (Table 26 in Appendix H) shows that
Chandra’s output performance is similar to olmOCR’s, despite being significantly less
user friendly. Recall for Chandra on the whole image text, filtered with fuzzy-search,
and labeled by Claude Sonnet 3.7 is better than for olmOCR run on the whole image,
but worse than for olmOCR on single pages or Textract. Processing time is 15 times
faster for olmOCR—even when nearly doubling the number of iterations due to pre-
splitting two page images into single pages—than for Chandra, and performance for
olmOCR is better.

Alhough better than Chandra’s, olmOCR’s documentation is also not ideal. It will
only work properly with images less than or equal to 1,024 pixels in both height and
width. It will run on larger images without any errors but with extremely poor per-
formance. It is crucial to carefully control how the images are downscaled. We found
using openCV for resizing with cv2.INTER_AREA interpolation worked best. It is likely
that the optimal method depends upon the input corpus of images. Further, as nearly
all of our images are of left- and right-hand pages of an open deed book, simply shrink-
ing the image to max dimension 1,024 results in a very small image, with significant
information lost in the scaling process. This greatly decreased performance relative to
splitting the images into individual single page components. Figure 10 compares image
CER values for whole image and single page images with olmOCR. Table 18 demon-
strates how frequently olmOCR fails to produce any result when images are not split
into single pages. This splitting process can be trivial if the boundary is nearly always
centered in the image or much more complicated, depending on the nature and quality
of the imaging method used. This will not be an issue when there is one page per im-
age use case of one page per image. Unlike in Chandra’s case, we were able to control
olmOCR’s tendency to get stuck in a loop by turning temperature up to 0.1 and setting
repetition_penalty to 1.5. We recommend experimenting with frequency_penalty
as well. We found frequency_penalty more effective in the, admittedly different, use
case of gpt-oss for classification.

olmOCR’s first-class integration into vLLM improved usability substantially, making
memory management, iteration, inference tuning, and performance optimization fairly
straightforward. Although we achieved much faster performance than with Chandra—
about 6 seconds per image on a top-of-the-line H200—olmOCR still requires substantial
run time on a large corpus. Further optimizations are surely possible with more engi-
neering effort, but a large gap in total run time is likely to persist compared to docTR
or Amazon Textract.

20. https://github.com/datalab-to/chandra/issues/51
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In terms of frontier LLMs for OCR, besides Gemini, we experimented with GPT-5.
We found GPT-5 to perform excellently as an OCR engine on images of brief passages
of text. However, as the length of text contained in an image increased, the model
began to aggressively hallucinate. While many of these issues, excepting cost, could
be overcome by segmenting images into smaller pieces, we think any solution would be
fairly brittle and take significant iteration and development time. Cost would quickly
become an issue other than for very small sets of images.

We give the prompt we used for Gemini 2.5 Flash as an OCR engine in Figure 9
and the token budget in Table 17. This prompt was developed iteratively in collabo-
ration with Anthropic Opus 4.8 and with human verification of the resulting Gemini
output. We ran images through various versions of the prompt until we had addressed
common failure modes, such as loop and empty responses. Our prompt instructs the
model to return “[SECTION BREAK]” when it encounters breaks between deeds that
the original typists delineated with repeated characters, such as “FIFIFIFIFIFI” or
wmmmmmTr 7 Without specific instructions to pass over these strings, Gemini would
waste huge amounts of output tokens or fail completely. Figure 8 provides an example
of this type of delineation at the beginning of a typed deed.

YOO8 ~/./././././.././././././././././././././././././.
! oM ) 75 ISUZHTRE UADZ THZ 3lst day of

) Ostobor 1in the ysar of our Lord

/F'RAI K MURRAY E!' BX ) or.e thousend nine mndred and

SCHIARRATHGATHS  Twenly dght (1928) BErWEN PWin—

Figure 8: Deeds were recorded in continuous fashion with the beginning and end of the
deed delineated, in typed deeds, with repeating characters selected by the typist. This
example appears in the middle of a page. These repeating characters were difficult for LLMs
to parse, and we needed to provide specific guidance about these strings in our prompt.

Table 18 quantifies the prevalence of “loop” hallucination and empty responses
across LLM OCR methods with Textract as a point of comparison. These statistics are
after prompt engineering and adjusting LLM sampling parameters to decrease these
errors as much as possible (see §4.3 and Figure 9)—starting results were significantly
worse for olmOCR in particular. These loop statistics do not count repeated [SECTION
BREAK] outputs by Gemini as a loop. However, such output sometimes actually
does represent a loop response in that Gemini simply decides everything remaining in
the document to transcribe is a [SECTION BREAK]. On the other hand, there are
some section breaks these models did transcribe, which ideally would not be counted
as a loop. Owing to the general difficulty in systematically quantifying output as a
“loop hallucination,” loop figures should be taken with a grain of salt and be read as
directional and relative. Generally, the harder the image is to read, the more likely
LLM as OCR is to loop hallucinate. Table 19 looks at loops on the small subset of
images where we ran Chandra.
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Prompt:

System:

- You are a transcription engine. You output only the verbatim text of
documents provided. You never add commentary, explanations, intro-
ductions, summaries, or any text that is not present in the source doc-
ument.

Requirements:

- Transcribe ALL text visible in the image, from the very first word to the
very last word.

- Output the text in correct reading order: verso (left page) first in its en-
tirety, then recto (right page) in its entirety. Follow the natural reading
flow within each page (top to bottom, respecting columns if present).

- Preserve paragraph breaks and line structure where meaningful.

- Transcribe exactly what is written, including punctuation, capitalization,
and spelling as it appears (do not modernize or correct).

- Pay special attention to text at the top edges, bottom edges, margins,
headers, footers, page numbers, and catchwords — these must not be
omitted.

Handling repeated-character separators:

- The original typist may have used long sequences of repeated
characters as section dividers (e.g. FIFIFIFIFI, ##########, —— :
S=5S=s== , CCcceeecece).

- When you encounter any such sequence, replace it with the single token
[SECTION BREAK] and move on immediately.

- Do NOT attempt to reproduce the repeated characters or count their
repetitions.

- Do NOT dwell on or loop over these sequences under any circum-
stances.

Avoiding generative loops:

- If you notice your own output beginning to repeat the same word,
phrase, or character sequence more than 3 times consecutively, stop
immediately — this is a transcription error, not a feature of the docu-
ment.

Strict output rules:

- Output ONLY the transcribed text from the document.

- Do NOT include any commentary, introductions, explanations, sum-
maries, notes, disclaimers, or descriptions of the image.

- Do NOT wrap the output in code blocks, quotation marks, or markdown
formatting.

- Do NOT add labels like “Verso:" or “Recto:” unless they appear in the
original document.

Figure 9: Prompt used with Gemini 2.5 Flash for transcription (“OCR”).
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Table 17: Token budget for Gemini 2.5 Flash as OCR.

Max Output
LLM Thought
(Thought + Output)
Whole Image 600 2,200
Single Pages 600 1,450

Table 18: Prevalence of OCR loop hallucination and empty responses for LLM based OCR
tools and Textract for covenanted images and images in deeds containing covenanted images
in core sample. Figures reflect results after prompt and sampling parameter tuning to
minimize these issues. Failures are the sum of loop and empty response counts. Empty
responses should be considered catastrophic, while not all loop responses result in unusable
output.

Image Type N Images OCR N Loop N Empty N Failed Loop % Empty % Failed %
olmOCR 12 104 126 0.6% 5.5% 6.2%
Gemini 2.5 Flash, SP 20 0 20 1.1% 0.0% 1.1%
Handwritten 1,883 Gemini 2.5 Flash 11 8 19  0.6% 0.4% 1.0%
olmOCR, SP 3 16 19  0.2% 0.8% 1.0%
Textract 0 0 0  0.0% 0.0% 0.0%
olmOCR 16 197 213 0.5% 6.5% 7.1%
olmOCR, SP 10 40 50  0.3% 1.3% 1.7%
Photostat 3,019 Gemini 2.5 Flash 38 5 43 1.3% 0.2% 1.4%
Gemini 2.5 Flash, SP 38 0 38  1.3% 0.0% 1.3%
Textract 0 0 0 0.0% 0.0% 0.0%
olmOCR 23 133 156 0.2% 1.1% 1.2%
Gemini 2.5 Flash 27 43 70 0.3% 0.2% 0.6%
Typewritten 12,552  Gemini 2.5 Flash, SP 46 3 46 0.4% 0.0% 0.4%
olmOCR, SP 15 1 16 0.1% 0.0% 0.1%
Textract 0 0 0  0.0% 0.0% 0.0%

Table 19: Prevalence OCR loop hallucination and empty responses for 3,010 images
OCRed by Chandra. Figures reflect results after prompt and sampling parameter tuning to
minimize these issues. Failures are the sum of loop and empty response counts. Empty
responses should be considered catastrophic, while not all loop responses result in unusable
output.

OCR N Loop N Empty N Failed Loop % Empty % Failed %
Chandra 82 0 82 2.™% 0.0% 2.7%
olmOCR 5) 62 67 0.2% 2.1% 2.2%
Gemini 2.5 Flash, SP 17 0 17 0.6% 0.0% 0.6%
Gemini 2.5 Flash 9 0 0.3% 0.0% 0.3%
olmOCR, SP 7 0.0% 0.2% 0.2%
Textract 0 0.0% 0.0% 0.0%
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olmOCR: Single Page

Figure 10: Whole image CER vs. single image CER for olmOCR. An empty OCR
response was assigned CER = 100%. The gray dashed line represents one-to-one
correspondence of CER between models. Points above the one-to-one line indicate better
performance by single page OCR. The solid line is a simple linear regression. Handwritten
images are plotted in blue, photostat images in orange, and typed images in green.
Clustering along y = 100% indicates catastrophic failure of the whole image OCR.
Clustering in the top left indicates poor performance of the whole image OCR where the
single page OCR is very good. For handwritten and photostat images, the single page OCR
performs nearly universally better. For typed images, single page OCR typically performs
best, but there are a subset of images along y ~ 5% that indicate substantially better
performance with whole image OCR than with single page OCR.
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Gemini: Single Page

Figure 11: Whole image CER vs. single image CER for Gemini 2.5 Flash. An empty OCR
response was assigned CER = 100%. The gray dashed line represents one-to-one
correspondence of CER between models. Points above the one-to-one line indicate better
performance by single page OCR. The solid line is a simple linear regression. Handwritten
images are plotted in blue, photostat images in orange, and typed images in green. Single
page OCR typically performs better for handwritten and photostat images, although the
effect is not as strong as with olmOCR. For photostat images, the clustering in the top left
and bottom right indicate subsets of images where single page OCR and whole page OCR
perform better, respectively. For typed images, there is strong clustering along both x ~ 5%
and y =~ 5%. This indicates there are types of images where the OCR is substantially better
quality with either whole image or single page OCR, but not both. The clustering along

y =~ 5%, where whole image OCR is better than single page OCR, is much more pronounced
for Gemini 2.5 Flash than it is for olmOCR.
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G OCR Evaluation

In this appendix, we provide a detailed breakdown of character error rates (CERs)
across all tested OCR models. We break out results not only by image type—handwritten,
photostat, and typewritten—but also by covenanted images, non-covenanted images,
and the racial restriction passage alone within covenanted images. This breakdown
demonstrates that OCR quality shows no obvious selection across models based on
whether an image is covenanted. Although average CERs are slightly higher for covenanted
images than for non-covenanted images, the difference is small, and relative performance
across models remains highly similar regardless of how the images are segmented. Most
important, Textract 2021 shows no strong selection effect for covenanted images rel-
ative to other models. In other words, our sample construction methods—which rely
substantially on Textract 2021 output (see §4.2 and Appendix D)—did not introduce a
bias toward Textract 2021 overperforming absolutely or proportionally on covenanted
images.

We start by giving detailed background into the data used for our CER calculations,
then give details of the calculation itself, which leads to detailed tables of performance
by model and image type. Finally, we present a broad set of figures comparing per-
formance across OCR models at the image level, offering a sense of how reliably one
model over- or underperforms another.

G.1 Image Transcription

We partnered with a data labeling firm to obtain human transcriptions with bound-
ing boxes for all images belonging to a deed identified as containing a racial covenant.
Due to cost considerations, only portions of the deed relevant to our econometric re-
search were transcribed. These included the transaction date, address or metes and
bounds descriptions for all properties listed in the deed, the previous transaction in-
formation, and the racially restrictive covenant. Metes and bounds descriptions were
transcribed with separate bounding boxes for each property, i.e., if two properties were
transferred in the deed, the metes and bounds describing each property were transcribed
in separate bounding boxes.

Bounding boxes did not span pages breaks—text at the bottom of the left page was
transcribed in one bounding box, and the remaining text was transcribed in a separate
bounding box at the top of the right page. By necessity, given the functionality of most
labeling tools, transcriptions spanning image breaks were also transcribed in separate
bounding boxes. Labelers inserted \p or \i at the end and beginning of transcriptions
that spanned page or image breaks in order to better facilitate reconstruction of text
in reading order. Labelers also transcribed line breaks as they appeared in the image.
These extra annotations were removed from transcriptions for the purpose of OCR
evaluation. A total of 36,087 transcriptions were obtained. Table 20 provides the
distribution of transcriptions by image type and transcription type.

Figure 12 compares the distribution of the number of characters in each transcrip-
tion between transcription types for the set of all transcribed images and those images
containing a covenant. Percentages in Figure 12 are calculated in terms of the to-
tal number of all transcriptions in the set of images, regardless of transcription type,
i.e., ~15% of all transcriptions are of transaction dates and contain ~100 characters.
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Table 20: Distribution across image and transcription type for human transcriptions from
images in deeds containing a racially restrictive covenant.

) Metes & Previous Racial
Transaction . o Total
Bounds Transaction Restriction
Handwritten 592 1,069 707 641 3,009
Photostat 981 1,394 1,182 1,039 4,596
Typed 5,873 9,599 6,624 6,386 28,482
Total 7,446 12,062 8,513 8,066 36,087

We observe that the shapes of the distributions are similar between all images and
covenanted images. However, transaction date and metes and bounds transcriptions
occur less often in covenanted images; this is expected, given where each type of tran-
scription occurs within a deed. Transaction types are plotted in the order in which
they normally appear within a deed. The transaction date and racial restriction are the
furthest apart, therefore covenanted images are less likely to also contain a transaction
date.

Next, Figure 13 shows the number of transcriptions (of any type) that appear in
an image. We split images by image type due to distinct formats and qualities that
can impact the spacing of text within each type of image. Between all images and
covenanted images, we again see similar distributions. The largest difference is seen
in photostat images containing a covenant; they are more likely than the set of all
photostat images to contain only one transcription. The only transcription present in a
covenanted image with only one transcription must, by definition, be the transcription
of the racial covenant.

G.2 CER Calculation

Labelers were instructed to use diplomatic transcription in order to preserve the text
exactly as it appeared in the image. If text was illegible, labelers transcribed a question
mark, even if the text could be determined by context. When transcribed correctly,
according to instruction, one question mark was used for each illegible character. When
large portions of the text were illegible, and it was not clear exactly how many characters
were missing, a single question mark was used. Figure 14 provides an image of a racially
restrictive covenant from a 1917 deed with a corrected and standardized transcription,
the actual labeled transcription utilizing diplomatic transcription, and the OCR output
from Textract.

The standard formula for character error rate is CER = (S + D + I)/N where S,
D, and I are the number of character substitutions, deletions, and insertions. N is the
total number of characters in the transcription text. We modified the CER calculation
to treat question marks used by the labelers as wild cards, i.e., any character produced
by the OCR at the same position as the question mark in the human transcription
was treated as “correct” and did not contribute to the numerator. The goal was to
not punish an OCR model for misreading something that a human indicated was not
legible.

To determine S, D, and I, each individual transcription was aligned with the OCR
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Figure 12: Distribution of the number of characters in each transcription by transcription
type. Percentages reflect the number of transcription in each bin divided by the total
number of transcriptions, regardless of type. Left: distributions of character count for
transcriptions from transcribed images not containing a racial covenant. Right: distributions
of character count for transcriptions only appearing in an image containing a racial
covenant. The number of characters in transaction date transcriptions are tightly
distributed because the language is highly standardized across image types; it is both shorter
and always located at the very beginning of a deed, both of which decrease the likelihood of
a single transaction date being transcribed into separate boxes (each with fewer characters)
due to a page or image break. The left tails on the distributions regardless of transcription
type can be attributed to short transcriptions created by a page or image break. The metes
and bounds property descriptions are by far the most heterogeneous, both intrinsically due
to the information they contain but also due to format variations across types of deeds. In
each figure, the long right tail of the metes and bounds distribution is not shown (~ 0.8%
and ~ 0.3% of transcriptions for the left and right figures, respectively). A small percentage
of the full racial restriction text appears in images classified as not containing a covenant
because the text was split across images; the image containing the explicit racial phrase was
labeled as the image containing the covenant. The overall shape of the distribution of
character counts is similar between transcription from not covenanted images vs. covenanted
images. Transaction date and metes and bounds transcriptions are slightly less likely to
appear in covenanted images, which is to be expected, given the order in which they appear
in a deed document and the typical length (i.e., number of images) in a deed document.

o7



Not Covenant Images Covenant Images

301 B Handwritten 301 B Handwritten
L 404 401
= 30 = 30
(O] ()
2 201 2 201
9] 9]
o (a1
10 10
0 —_ 04 —
301 B Photostat 301 B Photostat
g 40 g 40
< 30 < 30
9] a
& 201 Y 201
(0] [0
(a1 (a1
10 10
0 — 0
50 50
B Typed Il Typed
g 40 g 40
= 30 = 30
(O] ()
2 201 Y 201
9] 9]
(a1 (a1
10 10
0 o~ 0 ————
1 3 5 7 9 11 13 15 1 3 5 7 9 11 13 15
Number of Transcriptions per Image Number of Transcriptions per Image

Figure 13: Distribution of the number of transcriptions appearing in each image by image
type. Left: distributions of number of transcriptions per image for transcribed images not
containing a covenant. Right: distributions of number of transcriptions per image for images
containing a racial covenant. Images not containing a covenant and not containing a
transcription are omitted in this comparison with covenant images since covenant images
must, by definition, include at least one covenant. Similar distributions for handwritten and
typed images vs. photostat images can be attributed to the difference in document
formatting. The long tail to the right is typically attributed to deeds containing multiple
properties in which each property has its own metes and bounds and previous transaction
transcription.
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under and sunjest to the eXpr ess sopditi~

ons and restrivtions ¢ .lmt the grantee herein his heirs and ass igme

sha 1l net and will nop at sny time within ten yeare frean the date of
th 1s deed Sell and Youwey or iot and demise the hereimaiwove desirived

promises to uny One ¢Xiel't & Person er Pers oms of the Cawsasian dace

under and subject to the express conditi-

ons and restrictions that the grantee herein his heirs and assigns
Corrected shall not and will not at any time within ten years from the date

of this deed sell and convey or let and demise the herein above described

premises to any one except a person or persons of the Caucasian Race

under and subject to the expr ess 7onditi-

ons and restri’tions t hat the 7rantee herein his heirs and assigns
Diplomatic  shall not and will no? at any time within ten years from the da te

of th is deed Sell and 7onvey or let and demise the hereinabove des?ribed

premises to any one ex’ept a person or persons of the Cau”asian Race

under and subject to the expr 088 sonditi-

one and restrictions t .hat the grantee herein his heirs and assigns
Textract:

Dec 725

shall net and will not at any time within ten years from the date
of th is deed Sell and somey or let and demise the hereinabove described

premises to any one exsept B Person or Persons of the Causasian lace

Figure 14: At top, a sample of the racially restrictive language from a deed in 1917. Next,
the transcription of the passage after being fully cleaned, the actual diplomatic transcription
produced by human labelers, and finally, the corresponding OCR output from Textract in
December 2025. In the OCR output, text diverging from the diplomatic transcription are
highlighted in yellow, while the OCR text corresponding to wildcards (question marks) in
the diplomatic transcription are highlighted in red.

output from the entire image using the Smith-Waterman algorithm as implemented by
the Python string2string package (Suzgun, Shieber, and Jurafsky 2023). We used
default weights for a match (1), mismatch (-1), and gap (-1). Out of an abundance of
caution, we changed the default character representing a gap in the aligned strings to
“k7 gince it was exceedingly rare in both the human and OCR transcriptions of our
documents. The Smith-Waterman algorithm is appropriate because the transcriptions
are only a portion of the entire text in the image, therefore a local alignment algorithm
is required.

Before transcription and OCR strings were aligned, both were normalized by: 1)
making all characters lowercase, 2) changing all line breaks to single spaces, 3) re-
moving leading and trailing whitespace but maintaining all whitespace within the
string, and 4) removing punctuation. We defined punctuation using Python’s built-
in string.punctuation which includes #$%&"(*)+,-./;5;<=>?@[\]"{|}~ . For human tran-
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Table 21: Using a portion of the text in Fig. 14, we demonstrate the normalization of the
strings before alignment, the standard CER, and the CER allowing for wildcards.
Normalizing the strings forces all characters to be lower case, the linebreak in “conditions”
was changed to a single space, and the hyphen in “conditions” was removed. Spaces within
the string count as characters in N. The human-labeled diplomatic transcription is treated
as ground truth, or the reference text. In the Textract OCR, deviations from the
transcription text that contribute to the numerator of CER are highlighted in yellow.
Characters that align with the wildcards (question marks) in the transcription and do not
contribute to the numerator of CER when wildcards are permitted are highlighted in red.

Source Aligned String

Diplomatic | the expr ess 7onditi ons and restri?tions N =141

T . CER S+D+I _ 6 _

Textract: the expr 088 sonditi one and restrictions Standard =gy = 14.6%
Dec 725 the expr 088 sonditi one and restrictions CF_’R with | seper _ 4 _ 9.8%
wildcard

scriptions, the question mark was removed from string.punctuation so that the ques-
tion marks from the labelers would not be removed.

We note that, as demonstrated in Table 21, the inclusion of wildcards in the char-
acter error rate calculation improves the CER. Not all individual wildcards impact the
CER; consider the string used in Table 21: the human labeler could have easily inferred
and transcribed “restrictions” rather than “restri’tions.” In that case, Textract cor-
rectly transcribed “restrictions”, so the difference between “?” and “c¢” would have no
impact on the CER.

The CER with wildcard was calculated for each transcription. If an OCR model
did not return any output for an image, any transcriptions in that image were assigned
CER = 100%. To produce a single CER measurement for an OCR model, we calculate
the average CER weighted by transcription length. In Table 4, for example, CER,,
is the average CER from every transcription in a handwritten image weighted by the
respective length of the transcription. In Figure 3, for example, we are plotting a
single CER value for each image, which is calculated as the average CER from every
transcription from that specific image weighted by the respective transcription length.

Our methodology for calculating CER was consistent across all image types and
OCR models, which preserves the relative differences observed between subsamples.
Regardless, given the removal of punctuation and our generous treatment of characters
with which labelers had difficulty, as an intrinsic value, the C ER,, we report should be
considered “best case scenario” for the quality of images in our sample.

G.3 CER by OCR Model and Image Type

In Tables 22, 23, and 24, we present weighted average CER (CER,,) for transcrip-
tions in all images (column 2), images not containing a covenant (column 4), images
containing a covenant (column 6), and for racial restriction transcriptions only (column
8). The C'ERpgs columns give the 95% percentile CER value for the distribution of
transcription CER values. All OCR models are given in each table; models not run on
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those images are indicated by empty cells. Models denoted with SP indicate that the
OCR was run on single page images.

In general, we find that CER,, are similar regardless of the subset of transcriptions
over which it is calculated. The CER,, is usually lower for covenanted images and
slightly more so for racial restriction transcriptions, which is not surprising, given that
images were only transcribed if they belonged to a deed containing a racial covenant,
which means the racial covenant had to be legible enough to identify it in the first place.

We were concerned that we may have introduced selection bias favoring Textract
2021 and Textract 2025 given our sampling method. About 60% of our core sample was
selected based on matching some full-text search query on Textract 2021 output. It is
plausible that this step could have worked to preference images on which Textract 2021
happened to perform well, and especially so for images that did have covenants. How-
ever, relative differences in performance across models is similar no matter if calculated
for non-covenanted images, covenanted images, or just racial restrictions. This strongly
suggests that we do not have a substantial selection problem in our core sample.
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Table 22: Handwritten: Character error rate by model and category of input image. Weighted CER colorized from best (green) to worst
(red) across all CER columns in table.

Model All Images Not Covenanted Covenanted Racial Restriction
CER, CERpgs CER, CERpy; CER, CERpy; CER,  CERpos
Chandra 12.9% 92.1% — — 12.9% 92.1% = 13.8% 93.9%
docTR: resnet+vggl6 — — — — — — — —
Gemini 2.5 Flash, SP 7.3% 37.8% 7.7% 39.7% 7.0% 37.0% 6.0% 37.2%
Gemini 2.5 Flash 14.8% 80.4% « 15.0% 83.0% | 14.6% 76.9%  12.2% 72.4%
Kraken: McCATMuS 46.6% 92.7% [ 46-8% 92.3% [ 46-5% 93.0% | 43.5% 88.1%
Kraken: RevCity 37.0% 94.3% = 37.2% 93.8% = 36.9% 94.4% = 34.6% 93.2%
olmOCR, SP 11.3% 52.7% | 11.6% 47.6% | 11.0% 58.4% | 10.0% 86.2%
olmOCR 21.0% 97.0%  21.5% 94.0% = 20.6%  100.0%  18.7% 100.0%
TrOCR 37.3% 82.7% | 37.8% 85.0% = 36.8% 81.0%  32.3% 70.5%
Textract: Nov 21 38.0% 83.6% | 39.3% 84.7% = 36.7% 82.6% = 33.5% 76.2%
Textract: Dec 25 28.2% 72.0%  29.3% 74.1%  271% 69.5%  24.5% 68.2%

Textract: Dec 25, Layout — 28.2% 72.0%  29.3% 74.1%  271% 69.5%  24.5% 68.2%
Textract: Dec 25, SP 27.6% 72.3%  27.6% 72.5%  27.6% 72.2%  23.5% 68.7%
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Table 23: Photostat: Character error rate by model and category of input image. Weighted CER colorized from best (green) to worst (red)
across all CER columns in table.

Model All Images Not Covenanted Covenanted Racial Restriction
CER, CFERpys CER, CERpys CER, CERpys CER,  CERpg;
Chandra — — — — — — — —
docTR: resnet+vggl6  [F289%" 85.3% [288%  85.3% [1298% 85.3% [ 27.9%  85.7%
Gemini 2.5 Flash, SP 7.4% 52.7% - T1% 46.6% | T1.7% 64.5% - 8.5% 74.9%

Gemini 2.5 Flash 16.5% 93.3% = 18.8% 95.8%  13.5% 86.6% 11.8% 88.6%
Kraken: McCATMuS — — — _— -
Kraken: RevCity — — — — — _— _— -

olmOCR, SP 8.0% 57.4% 7.5% 49.4% 8.6% 63.8% 7.2% 58.9%
olmOCR 19.0% 100.0%  16.0% 96.7% = 22.9% 100.0% = 21.0% 100.0%
TrOCR — — — — — — — —

Textract: Nov '21 14.1% 60.0% 14.4% 64.4% 13.7% 53.6% 11.8% 50.0%
Textract: Dec 25 10.9% 70.7% 7.9% 52.9% = 14.9% 87.1% 11.3% 75.6%

Textract: Dec 25, Layout  10.9% 70.7% | 7.9% 52.9%  14.9% 87.1% 11.3% 75.6%
Textract: Dec 25, SP 74%  53.4% | 73% 54.3% | TA%  47.6% [6B%  35.9%
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Table 24: Typewritten: Character error rate by model and category of input image. Weighted CER colorized from best (green) to worst
(red) across all CER columns in table.

Model All Images Not Covenanted Covenanted Racial Restriction
CER, CFERpys CER, CERpys CER, CERpys CER,  CERpg;
Chandra — — — — — — — —
docTR: resnet+vggl6 18.5% 54.7% | 20.2% 57.4% | 17.4% 53.0%  17.4% 51.3%
Gemini 2.5 Flash, SP 43%  351%  52% 50.5%  3.8%  31.0% | 18%  4.5%
Gemini 2.5 Flash 8.2% 77.4% 7.4% 77.2% 8. 7% 77.6% 6.2% 53.8%

Kraken: McCATMuS  [1268% | 67.6% [[264%  66.3% [[25.6% 67.9% [ 228%  54.5%

Kraken: RevCity — — — — — _— - -

olmOCR, SP 3.3% 19.3% 3.5% 22.6% 3.2% 16.9% 2.2% 7.8%
olmOCR 8.3% 54.9% 9.9% 80.0% 7.3% 31.4% 5.9% 18.8%
TrOCR — — — — — — — —

Textract: Nov '21 11.5% 43.5%  11.7% 46.2%  11.3% 42.3% 9.0% 31.6%
Textract: Dec 25 5.1% 27.7% 5.4% 29.9% 4.8% 25.9% 3.6% 12.5%

Textract: Dec 25, Layout  5.1% 27.7%  5.4% 29.9%  4.8% 25.9% = 3.6% 12.5%
Textract: Dec ’25, SP 5.0% 27.4% 5.3% 29.8% 4.8% 25.8% 3.5% 11.9%




G.4 Additional Image CER Comparisons Between Models

We provide additional figures plotting image C ER,, vs. CER,, for various combina-
tions of models and image types. In all figures, the gray dashed line represents perfect
one-to-one correspondence of CER between OCR engines. The solid line is a simple
linear regression to guide the eye.

Images falling above the one-to-one line indicate better performance of the OCR
engine given on the x-axis, while those below the one-to-one line indicate better per-
formance of the OCR engine given on the y-axis. Images clustering along y = 100%
indicate catastrophic failure of the OCR engine given on the y-axis. Images clustering
along x = 100% indicate catastrophic failure of the OCR engine given on the x-axis.

Commentary on specific figures below may be found in their captions. Figure 15
compares olmOCR on single page images to Textract 2025 for all image types (see
§5.1). Figure 16 compares additional open-source ML OCR with Textract 2025 for
handwritten images. Figure 17 compares LLM OCR with Textract 2025 for handwritten
images. Figure 18 compares among LLM OCR for handwritten images.

Figures comparing whole image vs. single page image OCR for both Gemini 2.5
Flash and olmOCR can be found in Appendix F. Figures comparing Textract OCR
from November 2021 and December 2025 can be found in Appendix I.

Handwritten Images Typed Images Photostat Images
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Figure 15: olmOCR single page image CER vs. Textract image CER for handwritten
(blue), photostat (orange), and typed images (green). The same patterns are observed here
as in the comparison of Gemini 2.5 Flash and Textract discussed in §5.1.
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Figure 16: Image CER vs. Textract image CER for three open-source OCR engines
compatible with handwritten images: (a) Kraken: McCATMuS, (b) Kraken: RevCity, (c)
TrOCR.
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Figure 17: Image CER vs. Textract image CER for three LLM OCR engines compatible
with handwritten images: (a) Chandra, (b) olmOCR on single pages, (¢) Gemini 2.5 Flash
on single pages.
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Figure 18: Image CER vs. Image image CER for combinations of three LLM OCR engines
compatible with handwritten images: Chandra, olmOCR. on single pages, Gemini 2.5 Flash
on single pages.
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H Complete Results

Here we provide extended versions of the performance tables presented in §5.

Table 25 gives a full attribution of all images in our project, the number of covenanted
images, and deeds identified. It breaks down our findings across three sources: our core
sample, images outside the core sample, and deeds specially imaged for this project to
fill gaps in the City of Philadelphia’s digital records (see §3.2).

Some deed pages were imaged multiple times during microfilming. In the main
body in §5.7, we report counts of unique images; here, we also give counts before
this adjustment. In our corpus, duplicated images are not ezactly identical: each
represents a different analog capture of the same physical document and can therefore
differ trivially or substantially as a visual artifact.

Table 26 compares performance on 3,010 covenanted images OCRed with Chandra
(see Appendix F for detailed discussion). Chandra is very slow, taking 90 seconds
per image on H200 hardware, and offers only moderate improvement over olmOCR. In
fact, olmOCR on single pages outperforms Chandra while requiring far less run time.
Textract outperforms all other methods on this subset.

Table 27 quantifies the difference in Textract performance on single pages versus
two-page images. Splitting images into single pages slightly improves performance,
yielding 95.9% recall versus 95.0% recall when using snippets passed to Claude Sonnet
3.7. These gains come more from improved full-text search recall (0.6% gain in Rprs)
than from better LLM performance on the resulting snippets (0.3% gain in Rpimvjers)-
However, realizing these gains requires twice the OCR processing cost, a substantial
expense for a small performance gain.

Table 28 quantifies the difference in performance between Textract’s vanilla “Detect
Document Text” API and Textract with “Layout.” We theorized that allowing Textract
to consider document structure might improve performance, but we found almost no
difference in output. Out of 279,115 images, only 267 showed any difference. Among
these 267 images, the output text differed by an average of 2.1 Damerau-Levenshtein
edits, or 0.09% of the average output length. Moreover, there was zero difference in
LLM classification performance. Running Textract with Layout costs 2.7 times more
for the first million images and 5 times more thereafter.

Table 29 is the complement to Table 10 shown in §5.3. Binning covenanted images by
their Textract single-page CER, Table 29 reports whole image text recall from Sonnet
4.5, given Textract single-page and Gemini output for the same documents. Where
Textract CER is high, Gemini has a much lower average CER. The output from Gemini
for high CER Textract images also leads to better recall for those images, although less
so than in the other direction, as shown in Table 10. Taken together, Tables 29 and 10
demonstrate how LLM-based OCR and ML-based OCR can offset each other’s failures
and improve overall recall.

Tables 30, 31, and 32 are extended versions of Tables 4, 5, and 6. They report
performance statistics for every OCR, LLM, and input combination we tested, except
Chandra (see Table 26). For all three tables, CER, precision, and recall are colorized
by percentile within a given table, with the worst values in red and the best in green.

In these extended performance tables, we break down snippet performance further
than in the main body, providing full-text search false-negative counts and recall—
respectively, the number of covenanted images excluded by our full-text search queries
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and the percentage of all covenanted images with a full-text search match. We also re-
port the number of false negatives the LLM produces given the full-text search snippet,
along with the corresponding recall, calculated as a share of covenanted images matched
by full-text search. Snippet recall is the product of full-text search recall (Rprs) and
LLM recall given the snippet text generated with the full-text search match (Rpiajprs)-
This decomposition helps separate LLM-driven from OCR-driven differences in perfor-

mance.

Table 25: Scale of Data and Covenants Identified

Imaged Previously
Total
For Project = Imaged

Image Total 414,851 4,682,704 5,097,555
in sample 0 279,131 279,131
not in sample 414,851 4,403,573 4,818,424
Covenanted Images 476 8,028 8,504
in sample 0 7,790 7,790
not in sample 476 238 714
Unique Covenanted Images 444 7,951 8,395
in sample 0 7,718 7,718
not in sample 444 233 677
Covenanted Deeds 436 7,701 8,137
in sample 0 7,539 7,539
not in sample 436 162 598
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Table 26: Performance on 3,010 covenant containing images on full-text search generated
snippets labeled with Claude Sonnet 3.7. Subset of images are those that we successfully ran
through Chandra before abandonment due to run time. Snippet recall is the product of
full-text search recall (Rprg) and LLM recall given the snippet text generated with the
full-text search match (Rppmrrs). The seconds per image for olmOCR on single pages is
the sum of the run time for the left and right page.

OCR CER, Cost Type False Negative Recall Seconds Per
OCR FTS LLM |FTS Snippet | FTS LLM |FTS Snippet | Image H200

Textract: Dec 25 7.3% | Per Image 74 85 159 | 97.5% 97.1% 94.7%

olmOCR, Single Pages 4.3% | GPU Time | 111 160 271 | 96.3% 94.4% 91.0% 6

Chandra 7.2% | GPU Time | 203 178 381 | 93.3% 93.7% 87.3% 90

olmOCR, Whole Image ~ 8.6% | GPU Time | 195 300 495 | 93.5% 89.3% 83.6% 6

Table 27: Comparative performance of Textract run on single page images vs. two page
images. Includes 16,471 two page images containing 7,398 covenanted images. LLM method
uses snippets and Claude Sonnet 3.7. Snippet recall is the product of full-text search recall
(Rprs) and LLM recall given the snippet text generated with the full-text search match
(RLLM|FTS). Cost is shown as the rate per thousand images, split between the first million
and all subsequent images.

OCR CER False Negative w/ diff Recall Average Cost Per
“IFTS LLM | FTS Snippet | Label | FTS LLM | FTS Snippet | DL Dist Chars. % Chars. | 1k Images
Single Pages 6.9% | 146 157 303 465 98.0% 97.8% 95.9% 249 4,633 6.6% $3.00/1.20
Whole Image ~ 7.4% | 191 177 368 465 | 97.4% 97.5%  95.0% 249 4,583 7.2% $1.50/0.60
Difference 0.6% | 45 20 65 — 0.6% 0.3% 0.9% — 50 — 2 %
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Table 28: Comparison of vanilla Textract 2025 “Detect Document Text” vs. “Layout”
output. LLM labels derived on snippets passed to Claude Sonnet 3.7. Damerau—Levenshtein
edit distance, averages and mean distance to length calculated on subset of 267 images with
differing output.

Input images w Diff. LLM Label w Textual Diff. Avg DL Dist. Avg Length Avg Dist./Length

279,115 0 267 2.1 4,181 0.09%

Cost per 1k Images First Million Thereafter

Detect Document Text $1.50 $0.60
Layout $4.00 $3.00

Table 29: Comparison of whole page recall between Gemini single page OCR and Textract
when images are binned by Textract CER. Recall colorized by percentile of value shared
across both columns.

Textract Gemini, SP
CER Bin (%) Ncov img RTextract RGemini,SP CER
[0, 5) 4593 [OSI0% |96:8% 2.5%
[ 5, 10) 1,664 | 97.9% | 96.8% 4.1%
[10, 20) 779 94.6% 93.7% 7.0%
[20, 30) 205 90.7% 88.8% 9.1%
30, 40) 122 89.3%  91.0% 10.7%
40, 50) 90  922%  83.3% 16.1%
[50, 60) 49 87.8% 79.6% 17.5%
60, 70) 29 862%  75.9% 23.2%
[70, 80) 36 72.2% 88.9% 14.0%
80, 90) 32 563%  90.6% 13.7%
(90, 100] 21  [B%|  90.5% 10.8%
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Table 30: Performance on 17,030 handwritten images containing 617 covenants. Snippet recall is the product of full-text search recall
(Rprs) and LLM recall given the snippet text generated with the full-text search match (Rypyqprs). Character error rate (CER) is calculated
on a subset of 1,780 images for which we have human transcribed text.

Cost Type Precision False Negatives Recall
OCR CERw LLM Whole . Whole Snippet Whole Snippet
LLM ocR Text  SMPPCY | Toxt | prg M| FTS  Total | Text | FTS  LLM|FTS  Total
Gemini 2.5 Flash Per Image 92.1%

Textract: Dec '25 28.2% | Claude Sonnet 4.5 Per Token Per Image 98.4% 99.3% 67 32 51 83 89.1%  94.8% 91.3% 86.5%
Textract: Nov 21 38.0% | Claude Sonnet 3.7 Per Token  Per Image 85.7% 99.1% 89 28 127 155 85.6%  95.5% 78.4% 74.9%
Textract: Dec '25 28.2% | Claude Sonnet 3.7 Per Token  Per Image 32 60 92 94.8% 89.7% 85.1%
olmOCR, Single Pages Claude Sonnet 4.5 Per Token GPU Time 99.0% 99.6% 124 53 81 134 79.9%  91.4% 85.6% 78.3%
olmOCR, Single Pages Stanford mistral-rrc | GPU Time GPU Time 156 53 78 131 T47%  91.4% 86.2% 78.8%
Textract: Dec '25 Stanford mistral-rrc | GPU Time  Per Image 266 32 110 142 56.9%  94.8% 81.2% 77.0%
olmOCR, Single Pages gpt-oss-120b GPU Time GPU Time 97.1% 146 53 98 151 76.3%  91.4% 82.6% 75.5%
olmOCR, Single Pages gpt-oss-20b GPU Time GPU Time 95.3% 96.7% 149 53 96 149 75.9%  91.4% 83.0% 75.9%
Textract: Dec 25 28.2% | gpt-oss-20b GPU Time Per Image 82.5% 97.0% 182 32 128 160 70.5% = 94.8% 78.1% 74.1%
Textract: Dec '25 28.2% | gpt-oss-120b GPU Time Per Image 91.3% 98.9% 185 32 149 181 70.0%  94.8% 74.5% 70.7%
olmOCR 21.0% | Claude Sonnet 4.5 Per Token ~ GPU Time 97.9% 99.5% 236 101 151 252 61.8%  83.6% 70.7% 59.2%
Textract: Nov 21 38.0% | Stanford mistral-rrc | GPU Time Per Image 99.6% 97.7% 377 28 209 237 _ 95.5% 64.5% 61.6%
olmOCR 21.0% | Stanford mistral-rrc | GPU Time GPU Time 99.4% 99.5% 272 101 138 239 55.9%  83.6% 73.3% 61.3%
Textract: Nov 21 38.0% | gpt-oss-20b GPU Time Per Image | 644% @ 842% 274 28 215 243 | 55.6% @ 955%  63.5% 60.6%
Textract: Nov 21 38.0% | gpt-oss-120b GPU Time Per Image 83.6% 89.4% 270 28 217 245 56.2% = 95.5% 63.2% 60.3%
olmOCR 21.0% | gpt-oss-20b GPU Time GPU Time 94.4% 96.1% 281 101 174 275 54.5% 83.6% 66.3% 55.4%
olmOCR 21.0% | gpt-oss-120b GPU Time GPU Time 95.4% 97.9% 285 101 192 293 53.8%  83.6% 62.8% 52.5%
Kraken: Rev City 37.0% | Claude Sonnet 3.7 Per Token GPU Time 98.5% 172 118 290 72.1% 73.5% 53.0%
TrOCR 37.3% | Claude Sonnet 3.7 | Per Token ~ GPU Time | 100.0% | 103 247 350 83.3% 51.9%
Kraken: CATMuS | 46:6% | Claude Sonnet 3.7 | Per Token  GPU Time 99.6% 268 84 352 56.6% 75.9% -
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Table 31: Performance on 126,292 photostat images containing 1,033 covenants. Snippet recall is the product of full-text search recall
(Rprs) and LLM recall given the snippet text generated with the full-text search match (Rypyqprs). Character error rate (CER) is calculated
on a subset of 3,137 images for which we have human transcribed text.

Cost Type Precision False Negatives Recall
OCR CERy LLM ‘Whole . Whole Snippet Whole Snippet
LLM OCR Text  SMPP | Text | prg  LLM|FTS Total | Text | FTS  LLM|FTS  Total
Gemini 2.5 Flash Per Image 77.8%

Textract: Nov ’21 14.1% | Claude Sonnet 3.7 Per Token  Per Image 77.0% 96.7% 43 28 55 83 97.3% 94.5% 92.0%
Textract: Dec ’25 10.9% | Claude Sonnet 4.5 Per Token  Per Image 97.1% 76 68 44 112 92.6% @ 93.4% 95.4% 89.2%
Textract: Nov ’21 14.1% | Stanford mistral-rrc | GPU Time Per Image 96.7% 143 28 76 104 86.2%  97.3% 92.4% 89.9%
Textract: Dec ’25 10.9% | Claude Sonnet 3.7 Per Token Per Image 68 50 118 93.4% 94.8% 88.6%
olmOCR, Single Pages | 80% | Claude Sonnet 4.5 | Per Token ~ GPU Time 121 62 69 131 | 88.3%  94.0% 92.9% 87.3%
Textract: Dec 25 10.9% | Stanford mistral-rrc | GPU Time Per Image 94.8% 95.9% 131 68 54 122 87.3%  93.4% 94.4% 88.2%
Textract: Nov 21 14.1% | gpt-oss-20b GPU Time Per Image 75.9% 76.1% 131 28 122 150 87.3%  97.3% 87.9% 85.5%
Textract: Dec ’25 10.9% | gpt-oss-120b GPU Time Per Image 92.8% 95.8% 135 68 70 138 86.9%  93.4% 92.7% 86.6%
olmOCR, Single Pages | 8.0% | gpt-oss-20b GPU Time GPU Time | 81.2%  80.8% 136 62 92 154 | 86.8% 94.0%  90.5% 85.1%
Textract: Nov ’21 14.1% | gpt-oss-120b GPU Time Per Image 89.1% 89.6% 136 28 110 138 86.8% 97.3% 89.1% 86.6%
Textract: Dec ’25 10.9% | gpt-oss-20b GPU Time Per Image 80.0% 83.0% 140 68 79 147 86.4% 93.4% 91.8% 85.8%
olmOCR, Single Pages gpt-oss-120b GPU Time GPU Time 95.4% 96.0% 141 62 85 147 86.4%  94.0% 91.2% 85.8%
docTR: resnet+vggl6 Claude Sonnet 4.5 Per Token ~ GPU Time 97.6% 121 43 164 88.3% 95.3% 84.1%
docTR: resnet+vggl6 Claude Sonnet 3.7 Per Token GPU Time 94.8% 121 49 170 88.3% 94.6% 83.5%
docTR: resnet+vggl6 Stanford mistral-rre | GPU Time GPU Time | 85.9%  88.0% 280 121 103 224 [EROTN $3.3%  88.7% 78.3%
docTR: resnet+vggl6 gpt-oss-120b GPU Time GPU Time 89.8% 91.8% 234 121 124 245 77.3% | 88.3% 86.4% 76.3%
docTR: resnet+vggl6 gpt-oss-20b GPU Time GPU Time [WNGTA%N 73.0% | 239 121 138 259 | 76.9% @ $8.3%  84.9% | TA9%




Table 32: Performance on 130,864 typewritten images containing 5,990 covenants. Snippet recall is the product of full-text search recall
(Rprs) and LLM recall given the snippet text generated with the full-text search match (Rypyprs). Character error rate (CER) is calculated
on a subset of 12,165 images for which we have human transcribed text.

€L

Cost Type Precision False Negatives Recall
OCR CERw LLM Whole . Whole Snippet Whole Snippet
LLM OCR Text  SMPPCL | Text | prg M| FTS  Total | Text ‘ FTS LLM|FTS Total
Gemini 2.5 Flash Per Image 98.4%

Textract: Dec '25 5.1% | Claude Sonnet 4.5 Per Token Per Image 99.6% 99.9% 128 113 86 199 98.2% 98.6% 96.8%
Textract: Dec '25 5.1% | Claude Sonnet 3.7 Per Token  Per Image 113 103 216 98.2% 98.3% 96.6%
olmOCR, Single Pages || 8:8% | Claude Sonnet 4.5 | Per Token ~ GPU Time 222 137 174 311 | 96.3% @ 97.8%  97.2% 95.0%
Textract: Nov 21 11.5% | Claude Sonnet 3.7 Per Token  Per Image 250 143 238 381 95.8%  97.7% 96.1% 93.9%
Textract: Dec 2 5.1% | gpt-oss-120b GPU Time Per Image 99.2% 99.6% 325 113 238 351 94.6%  98.2% 96.1% 94.4%
Textract: Dec ’2 5.1% | Stanford mistral-rrc | GPU Time  Per Image 99.6% 99.5% 493 113 229 342 91.8%  98.2% 96.3% 94.5%
olmOCR, Single Pages gpt-oss-20b GPU Time GPU Time 99.2% 99.0% 363 137 325 462 93.9%  97.8% 94.7% 92.6%
olmOCR, Single Pages - gpt-oss-120b GPU Time GPU Time 99.6% 99.7% 380 137 291 428 93.7%  97.8% 95.3% 93.2%
Textract: Dec ’2 5.1% | gpt-oss-20b GPU Time Per Image 98.3% 98.9% 409 113 290 403 93.2%  98.2% 95.3% 93.6%
Textract: Nov 2 11.5% | Stanford mistral-rrc | GPU Time Per Image 99.5% 98.9% 1,164 143 616 759 80.6%  97.7% 90.0% 87.9%
docTR: resnet+vgg16 Claude Sonnet 3.7 Per Token  GPU Time 99.7% 328 155 483 94.8% 97.4% 87.8%
docTR: resnet+vggl6 - Claude Sonnet 4.5 Per Token ~ GPU Time 99.7% 328 161 489 94.8% 97.3% 87.7%
Textract: Nov 21 11.5% | gpt-oss-120b GPU Time Per Image 98.2% 98.8% 786 143 656 799 86.9% 97.7% 89.3% 87.3%
Textract: Nov 21 11.5% | gpt-oss-20b GPU Time Per Image 97.2% 97.3% 926 143 716 859 84.5%  97.7% 88.3% 86.3%
docTR: resnet+vggl6 gpt-oss-120b GPU Time GPU Time 97.9% 99.0% 1,215 328 785 1,113 79.7% 94.8% 86.8% 77.7%
docTR: resnet+vggl6 gpt-o0ss-20b GPU Time GPU Time 97.4% 1,515 328 689 1,017 74.7% @ 94.8% 88.4% 79.2%
docTR: resnet-+vggl6 Stanford mistral-rrc | GPU Time  GPU Time |  99.6%  98.8% | 1,954 328 869 1,197 | 67A% | 94.8%  854% 76.4%




I Comparison of Textract: 2021 and 2025

We initially processed our corpus of deed images with Textract in November 2021.
To ensure our analysis reflected the (near) current state of the art, we reprocessed a
large subset of these images with Textract in December 2025. While not central to
our main results, this allows us to report on the improvement in Textract performance
between 2021 and 2025.

First, we compare the character error rate (CER). Table 33 reports the average
CER across 12,357 images with available human transcriptions, weighted by transcrip-
tion length. Figure 19 plots per-image CER values for Textract 2021 against Textract
2025. As measured by CER, Textract 2025 outperforms 2021 with one exception. For
photostat documents, the 95th-percentile character error rate—representing the worst
5% of performance—is notably better for Textract 2021 than Textract 2025 (60.1% vs.
71.4%, see Table 33). This is seen in Figure 19, with the clustering of images along
y ~ 5% and in the bottom right corner.
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Figure 19: Textract 2021 image CER vs. Textract 2025 image CER for 12,357 images with
human transcriptions available. The gray dashed line represents one-to-one correspondence
of CER between models. Points above the one-to-one line indicate better performance by
Textract 2025. The solid line is a simple linear regression. Handwritten images are plotted
in blue, photostat images in orange, and typed images in green. Overall, Textract 2025
performs much better than 2021. We note that there is a subset of photostat images
(clustered along y ~ 5% and in the bottom right corner) for which Textract 2021
significantly outperforms 2025.

Next, we present two additional comparisons that follow from the analysis in the
main body of this paper. Table 33 quantifies full-text search recall (Rprs) and precision
(Pgrs) on Textract 2021 and Textract 2025 output for the core sample of 279,131 images
described in §4.2.

Table 33 shows that fuzzy search using the terms described in Appendix E achieves
higher recall (Rprs) on Textract 2025 output than on 2021 output for both handwritten
and typewritten documents. This improvement is most marked for handwritten docu-
ments. Much worse CER at the 95th percentile (C'E Rpgs) for Textract 2025 partially
explains why 2025 recall is worse for photostats. Precision (Pprs) improves across all
document types. Notably, the incremental benefit of fuzzy fuzzy search is smaller for
Textract 2025 output. That said, this comparison favors 2021, since our fuzzy search
terms were selected using 2021 Textract output.
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Table 33: Comparison of Textract as of November 2021 vs. December 2025. Fuzzy fuzzy
search numbers are incremental relative to the full-text search (FTS) matches rows. For
example, FTS Recall+Fuzzy Fuzzy Recall=Total Recall. Average weighted character error
rate, CER,,, is calculated across 35,635 transcriptions that come from a subset of images
with human transcription available.

Handwritten Photostat Typed
2021 2025 2021 2025 2021 2025
Images 17,030 17,030 | 126,292 126,292 | 130,864 130,864
with cov 617 617 1,033 1,033 5,990 5,990
CER, 38.0% 28.1% | 14.0%  10.9% | 11.6%  5.1%
CFE Rpo; 83.3% T1.7% | 601%  71.4% | 438%  27.8%
FTS Matches 3,713 2,286 | 49,449 44,032 | 51,313 44,350
with cov 529 569 1,001 959 5,779 5,850
FTS Precision 14.2% 24.9% 2.0% 22% | 11.3%  13.2%
FTS Recall 85.7% 922% | 96.9%  92.8% | 96.5%  97.7%
Fuzzy Fuzzy Matches 6,310 1,246 | 20,033 2,586 | 22,400 4,203
with cov 60 16 4 6 78 40
Fuzzy Fuzzy Precision  1.0%  1.3% 0.0% 0.2% 0.3% 1.0%
Fuzzy Fuzzy Recall 9.7%  2.6% 0.4% 0.6% 1.3% 0.7%
Total Matches 10,023 3,532 | 69,482 46,618 | 73,713 48,553
with cov 589 585 1,005 965 5,857 5,890
Total Precision (Prrs)  5.9% 23.5% 1.4%  18.7% 79%  70.1%
Total Recall (Rprs) 95.5% 94.8% | 97.3%  93.4% | 97.8%  98.3%
Flprs 11.1% 37.6% 29%  31.1% | 14.7%  81.8%

Overall, recall with Textract 2025 substantially outperforms Textract 2021 on type-
written documents, performs modestly better on handwritten documents, and performs
comparably or slightly worse on photostat documents. Precision improves substantially
across all document types. F'1 scores are consistently higher, with the largest gains ob-
served for typewritten documents.
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J Covenanted Deeds vs. Construction

In §5.7, Figure 6 compares the number of covenanted deeds to the total number of
deeds recorded each year from 1910 to 1965. We use total deeds recorded as a proxy
measure for the volume of activity of the underlying process generating covenanted
deeds. A better proxy would be residential recording activity, but we do not, even
approximately, have a way to measure this.

As discussed in §5.7, racial covenants are not always explicitly restated each time a
covenanted property changes hands. Typically, a covenant is explicitly mentioned when
a buyer first purchases a newly built property from a developer. This suggests that the
number of residential buildings completed might better approximate the underlying
process. However, this measure has its own problems: covenants are sometimes recorded
on undivided land well before construction, and the mix of covenants recorded on new
builds, vacant land, and previously constructed properties shifts considerably over time.

Given these trade-offs, we consider total deed recording volume the most suitable
denominator for a year-by-year covenant rate. That said, as a supplement, in Figure
20, we present a comparison of the volume of covenanted deeds relative to the volume
of housing units started.

We use construction activity reports from the Philadelphia Real Estate Record and
Builders” Guide for data covering 1910 through 1939 (The Athenaeum of Philadel-
phia) and building permit authorization data from the Census covering 1921 through
1964 (Bureau of the Census 1976). The Real Estate Record data claims to measure
unit completions, while the Census data measures unit authorizations. Empirically,
the Builders’ Guide data leads the covenanted deed series by one to two years, a re-
lationship consistent with starts or authorizations rather than completions. Further,
where the data overlap, the timing and annual number of units are nearly identical. We
therefore adopt the Census’s well-documented label of “housing units authorized.” For
the overlapping period (1921-1939), we average the two series, although taking either
alone makes little difference.

From this perspective, compared to Figure 6, the 1910-1911 peak in covenant record-
ing looks less elevated, with the 1924-1929 and especially 1939-1940 periods looking
relatively larger.
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