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Abstract

Using a new dataset consisting of six years of real-time exchange rate quotations,
macroeconomic expectations, and macroeconomic realizations (announcements), we characterize the
conditional means of U.S. dollar spot exchange rates for Germany, England, Japan, Switzerland and the
Euro. In particular, we show that announcement surprises (that is, divergences between expectations and
realizations, or “news”) produce conditional mean jumps; hence high-frequency exchange rate dynamics
are linked to fundamentals. The details of the linkage are intriguing and include announcement timing,
size and sign effects. The sign effect refers to the fact that the market reacts to news in an asymmetric
fashion: bad news has greater impact than good news, which we relate to recent theoretical work on
information processing and price discovery.
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1. Introduction

How is news about fundamentals incorporated into asset prices? The topic confronted by this
question — characterization of the price discovery process — is one of the most important in all of
financial economics. Unfortunately, however, it is also one of the least well understood. Indeed, some
influential empirical studies have gone so far as to suggest that, for some assets (notably foreign
exchange), prices and fundamentals are largely disconnected.'

In this paper we provide an empirical examination of price discovery in the challenging context
of foreign exchange. Using a newly-constructed dataset consisting of six years of real-time exchange
rate quotations, macroeconomic expectations, and macroeconomic realizations (announcements), we
characterize the conditional means of U.S. dollar spot exchange rates for Germany, England, Japan,
Switzerland and the Euro. In particular, we show that announcement surprises (that is, the difference
between expectations and realizations, or “news”) produce conditional mean jumps. Hence exchange
rates are linked to fundamentals, and we provide a detailed analysis of the speed and pattern of
adjustment.

We show that conditional-mean adjustments of exchange rates to news takes place very quickly,
effectively amounting to “jumps,” in contrast to conditional variance adjustments, which are much more
gradual, and that an announcement’s impact depends on its timing relative to other related
announcements, and on whether the announcement time is known in advance. We show, moreover, that
the adjustment response pattern is characterized by size and sign effects: large news surprises have
disproportionately greater effects than small surprises, and bad news has greater impact than good news.
Finally, we relate our results to recent theoretical and empirical work on asset return volatility in its
relation to information processing and price discovery.

Our results relate to the earlier literature in interesting ways, and we believe that at least three
features differentiate our product. These include our focus on foreign exchange markets, our focus on
conditional mean as opposed to conditional variance dynamics, and the length and breadth of our sample
of exchange rate and announcement data. Let us discuss them briefly in turn.

First, we focus on foreign exchange markets as opposed to stock or bond markets, and we
address the central open issue in exchange rate economics — the link between exchange rates and

fundamentals. It is comforting, however, that a number of good recent papers focusing largely on bond

! The classic statement is of course Meese and Rogoff (1983). Mark (1995) and Mark and Sul (1998) find that
fundamentals matter in the long run but not in the short run. Evans and Lyons (2001) find that order flow matters in
the short run but fail to link order flow to fundamentals. Hence there still exists no evidence of short-run
dependence of exchange rates on fundamentals.



markets reach conclusions similar to ours. Balduzzi, Elton and Green (1999), for example, examine the
effects of economic news on prices in the U.S. inter-dealer government bond market, finding strong news
effects and quick incorporation of news into bond prices, and Fleming and Remolona (1997, 1999) show
that the largest bond price movements stem from the arrival of news announcements.

Second, we focus primarily on exchange rate conditional means as opposed to conditional
variances. That is, we focus primarily on the determination of exchange rates themselves, as opposed to
their volatility. We maintain this focus both because the conditional mean is of intrinsic interest, and
because volatility can’t be extracted accurately unless the conditional mean is first modeled adequately.
Hence our work is very different from that of Andersen and Bollerslev (1998) and Payne (1996), for
example, who examine calendar and news effects in high-frequency asset return volatility but fail to
consider the effects of news on returns themselves.

Third, we use a new dataset with a comparatively long time span, and we use broad sets of
exchange rates and macroeconomic indicators.

Notwithstanding the improvements relative to earlier literature, however, our work bears strong
resemblance to its ancestors. Indeed, several studies have linked macroeconomic news announcements to
jumps in exchange rates, and our work may be viewed as a confirmation and elaboration. Goodhart,
Hall, Henry, and Pesaran (1993), for example, examine one year of high-frequency $/pound exchange
rates and two specific news events — a U.S. trade figure announcement and a U.K. interest rate change —
and conclude in each case that the news caused an exchange rate jump. Almeida, Goodhart and Payne
(1998) study three years of high-frequency DM/$ exchange rates and a larger set of news
announcements, finding systematic and short-lived news effects. Finally, Dominguez (1999) finds that
most large exchange rate changes occur within 10 seconds of a macroeconomic news announcement, and
that close timing of central bank interventions to news announcements increases their effectiveness.

We proceed as follows. In section 2 we describe our high-frequency exchange rate and
macroeconomic expectations and announcements data. In section 3 we characterize the speed and
pattern of exchange rate adjustment to macroeconomic news, documenting announcement timing effects,
announcement size effects, and announcement sign effects. In section 4 we relate the sign effects (i.e.,
greater exchange rate response to bad news than to good news) to recent theories of information
processing and price discovery. We conclude in section 5.

2. Real-Time Exchange Rates, Expected Fundamentals, and Announced Fundamentals

Throughout the paper we use data on exchange rate returns in conjunction with data on

expectations and announcements of macroeconomic fundamentals. The data are novel in several
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respects, such as the simultaneous high frequency and long calendar span of the exchange rate returns,
and the real-time nature of the expectations and announcements of fundamentals. Here we describe them
in some detail.

Exchange Rate Data

The raw 5-minute CHF/$, DM/$, Euro/$, pound/$ and yen/$ return series were obtained from
Olsen and Associates. The full sample consists of continuously-recorded 5-minute returns from January
3, 1992 through December 30, 1998, or 2,189 days, for a total of 2,189-288 = 630,432 high-frequency
foreign exchange (FX) return observations. As in Miiller et al. (1990) and Dacorogna et al. (1993), we
use all of the interbank quotes that appeared on the Reuters screen during the sample period to construct
our 5S-minute returns. Each quote consists of a bid and an ask price together with a “time stamp” to the
nearest second. After filtering the data for outliers and other anomalies, we obtain the price at each 5-
minute mark by linearly interpolating the average of the log bid and the log ask at the two closest ticks.
We then construct continuously-compounded returns as the change in these 5-minute average log bid and
ask prices. Goodhart, Ito and Payne (1996) and Danielsson and Payne (1999) find that the basic
characteristics of 5-minute FX returns constructed from quotes closely match those calculated from
transactions prices (which are not generally available). Implicit evidence on the similar characteristics of
bid-ask averages and transactions prices is also provided by a comparison of Andersen, Bollerslev,
Diebold and Labys (2001a), which uses bid/ask averages, to Andersen, Bollerslev, Diebold and Ebens
(2001), which uses transactions prices, producing qualitatively identical results for return distributions
and dynamics.

It is well known that the activity in the foreign exchange market slows decidedly over the
weekend and certain holiday non-trading periods; see Miiller et al. (1990). So as not to confound the
distributional characteristics of the various volatility measures by these largely deterministic calendar
effects, we explicitly excluded a number of days from the raw 5-minute return series. Whenever we did
so, we always cut from 21:05 GMT the night before to 21:00 GMT that evening. This particular
definition of a “day” was motivated by the ebb and flow in the daily FX activity patterns documented in
Bollerslev and Domowitz (1993) and keeps the daily periodicity intact. In addition to the thin weekend
trading period from Friday 21:05 GMT until Sunday 21:00 GMT, we removed several fixed holidays,
including Christmas (December 24 - 26), New Year’s (December 31 - January 2), and July Fourth. We
also cut the moving holidays of Good Friday, Easter Monday, Memorial Day, July Fourth (when it falls
officially on July 3), and Labor Day, as well as Thanksgiving and the day after. Although our cuts do not

account for all of the holiday market slowdowns, they capture the most important daily calendar effects.
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Finally, we deleted some of the returns contaminated by brief lapses in the Reuters data feed.
This problem, which occurred almost exclusively during the early part of the sample, manifested itself in
the form of sequences of zero or constant 5S-minute returns in places where the missing quotes had been
interpolated. To remedy this, we simply removed the days containing the fifteen longest DM/$ zero runs,
the fifteen longest DM/$ constant runs, the fifteen longest Yen/$ zero runs, and the fifteen longest Yen/$
constant runs. Because of the overlap among the four different sets of days defined by these criteria, we
actually removed only 25 days. In the end we were left with 1,724 days of data, containing 7=1,724 -
288 = 496,512 5-minute return observations.

To gain a preliminary feel for the nature of unconditional 5-minute exchange rate return
distributions, we calculated some standard descriptive statistics (not reported to save space). The mean
S-minute returns are of course negligible and dwarfed by the standard deviations, and the distributions of
the 5-minute returns are approximately symmetric but distinctly non-Gaussian, due to excess kurtosis.
Ljung-Box statistics indicate serial correlation in both returns and absolute returns.

Digging deeper via the return autocorrelations in the first column of Figure 1, we see that the
returns display very small but nevertheless statistically significant serial correlation at the very shortest
lags, presumably due to microstructure effects. All told, the serial correlation in returns appears minor,
particularly in contrast to the serial correlation in absolute returns, which appears huge, as shown in the
second column of Figure 1. The sample autocorrelations of absolute returns display very slow decay and
pronounced diurnal variation, in line with the results of Ederington and Lee (1993) and Andersen and
Bollerslev (1998). Interestingly, not only the shapes but also the amplitudes of the diurnal patterns in
absolute returns differ noticeably across currencies.

Expected Fundamentals, Announced Fundamentals, and News

We use the International Money Market Services (MMS) real-time data on expected and realized
(“‘announced”) macroeconomic fundamentals, and we define news as the difference between expectations
and realizations. Every week since 1977, MMS has conducted a Friday telephone survey of about forty
money managers, collected forecasts of all indicators to be released during the next week, and reported
the median forecasts from the survey. Numerous influential studies, from early work such as Urich and
Wachtel (1984) through recent work such as Balduzzi, Elton and Green (1999), have verified that the
MMS expectations contain valuable information about the variable being forecasted and in most cases
are unbiased and less variable than those produced from extrapolative benchmarks such as ARMA

models.



In Table 1 we offer a brief description of salient aspects of U.S. and German economic news
announcements. We show the total number of observations in our news sample, the agency reporting
each announcement, and the time of the announcement release. It is interesting to note that U.S.
announcements arrive at fixed days and times known in advance, whereas although German
announcements arrive on fixed days known in advance, their timing within the day is variable and not
known in advance.

In Table 2 we show the pattern of U.S. release dates throughout the month.? This is of potential
importance, because there is some redundancy across indicators. For example, consumer and producer
price indexes, although of course not the same, are nevertheless related, and Table 2 reveals that the
producer price index is released earlier in the month. Hence one might conjecture that producer price
news would have a greater effect on asset prices than consumer price news, as the consumer price news
may not be so newsworthy if one already knows the producer price news!

We follow Balduzzi, Elton and Green (1999) in using standardized news. That is, because units
of measurement differ across economic variables, we divide the surprise by its sample standard deviation

to facilitate interpretation. The standardized news associated with indicator £ at time ¢ is
_ 4,,-E,
kt 6k >
where 4, is the announced value of indicator &, and £, is the market expected value of indicator & as
distilled in the MMS median forecast. We have forty macroeconomic indicators (as described in Table
1), so k=1, ..., 40, and we have 496,512 5-minute intervals in our sample, so ¢ = 1, ..., 496,512. By using
standardized news, we can provide meaningful comparisons of the responses of different exchange rates
to different pieces of news. Operationally, we estimate those responses by regressing asset returns on
news; because 6, is constant for any indicator £, the standardization affects neither the fit of the
regressions nor the statistical significance of response estimates.
3. Exchange Rates and Fundamentals
We will specify and estimate a model of high-frequency exchange rate dynamics that allows for
the possibility of news affecting both the conditional mean and the conditional variance. Our goal is to
determine whether high-frequency exchange rate movements are linked to fundamentals, and if so how,

and our motivations are both “highbrow” and “middlebrow.” The highbrow motivation is obviously the

possibility of refining our understanding of the fundamental determinants of exchange rates, the central

% The design of the table follows Chart 2 of Fleming and Remolona (1997).
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and still largely-unresolved question of exchange rate economics. The middlebrow motivation is the
possibility of improved high-frequency volatility estimation via allowance for jumps due to news, as
misspecification of the conditional mean (for example by failing to allow for jumps, if jumps are in fact
present) will produce distorted volatility estimates.’
Modeling the Response of Exchange Rates to News

We model the the 5-minute spot exchange rate, R, as a linear function of / lagged values of

itself, and J lags of news on each of K fundamentals:

K J
ot D BR EZB Sk * t=1..T (1)
-1

As discussed earlier, K=40 and 7=496,512. We chose /=5 and J=2 based on the Schwarz and Akaike
information criteria.*

We allow the disturbance term in the 5-minute return model (1) to be heteroskedastic. Following
Andersen and Bollerslev (1998), we estimate the model using a two-step weighted least squares (WLS)
procedure. We first estimate the conditional mean model (1) by ordinary least squares regression, and
then we estimate the time-varying volatility of ¢, from the regression residuals, which we then use to

perform a weighted least squares estimation of (1). We approximate the disturbance volatility using the

model:
G, KL g 2 2 L
A t Tt Tt
g = \/@ ; E Bkj/\ kt/ Z(S cos(" ) *¢,8 n(ngg)) E Z yrj//D | U ()
= q=

The left-hand-side variable, |€], is the absolute value of the residual of equation (1), which proxies the
volatility in the 5-minute interval 7. As revealed by the right-hand side of equation (2), we model 5-
minute volatility as driven partly by the volatility over the day containing the 5-minute interval in
question, 6, partly by news S, and partly by a calendar effect pattern consisting largely of intraday
effects that capture the high-frequency rhythm of deviations of intraday volatility from the daily average.

Specifically, we split the calendar effects into two parts. The first is a Fourier flexible form with

> We will not pursue volatility estimation in this paper but plan to do so in future work. For a discussion of the
effects of conditional mean and variance jumps on the properties of the “realized volatility” estimator, see
Andersen, Bollerslev, Diebold and Labys (2001b).

* We also tried allowing for negative J, to account for announcement leakage before the official time, but doing so
proved unnecessary.
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trigonometric terms that obey a strict periodicity of one day.” The second is a set of dummy variables D
capturing the Japanese lunch, the Japanese open, and the U.S. late afternoon during U.S. daylight saving
time.

Let us explain in greater detail. Consider first the daily volatility, 6,, which is the one-day-
ahead volatility forecast for day d (the day that contains time t) from a simple daily conditionally-
Gaussian GARCH(1,1) model using spot exchange rate returns from January 2, 1986 through December
31, 1998. Because 6, is intended to capture the “average” level of volatility on day d, it makes sense to
construct it using a GARCH(1,1) model, which is routinely found to provide accurate approximations to
daily asset return volatility dynamics.®

Now consider the Fourier part of the calendar effects, which is very flexible and may be given a
semi-nonparametric interpretation, as argued by Gallant (1981). The Schwarz and Akaike information
criteria chose a rather low Q=4 for all currencies, which achieves parametric economy and promotes
smoothness in the intraday seasonal pattern.

Finally, consider the news effects S and non-Fourier calendar effects D. To promote tractability
while simultaneously maintaining flexibility, we impose polynomial structure on the response patterns
associated with the Bk/’/ and Y, parameters.” For example, if a particular news surprise affects volatility
from time ¢, to time £, +J /, we can represent the impact over the event window t=0,1...,J' by a
polynomial specification, p(t) = ¢, + ¢,T + ... + ¢ Prp . For p=’ this would imply the estimation of
J/+1 polynomial coefficients and would not constrain the response pattern in any way. Use of a lower-
ordered polynomial, however, constrains the response in helpful ways: it promotes parsimony and hence
tractability, retains flexibility of approximation, and facilitates the imposition of sensible constraints on
the response pattern. For example, we can enforce the requirement that the impact effect slowly fades to

zero by imposing p(J') =0.

* We also translate the Fourier terms leftward as appropriate during U.S. daylight savings time. (Only North
America and Europe have daylight savings time.)

¢ For surveys of GARCH modeling in financial environments, see Bollerslev, Chou and Kroner (1992) and Diebold
and Lopez (1995). Other possibilities, also explored with little change in qualitative results, include use of daily
realized volatilities as in Andersen, Bollerslev, Diebold and Labys (2001a, b) and Andersen, Bollerslev, Diebold
and Ebens (2001).

7 This is particularly important in the case of conditional variance as opposed to conditional mean dynamics,
because conditional variances turn out to adjust to shocks more slowly than do conditional means, thereby involving
longer distributed lags. Hence, although tractability did not require the imposition of polynomial shape on the
conditional mean distributed lags, it does require it on the conditional variance distributed lags.
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Polynomial specifications ensure that the response patterns are completely determined by the
response horizon J/, the polynomial order P, and the endpoint constraint imposed on p(J’). For news
effects S, we take J/'=12, P=2, p(J')=0, and we furthermore impose a common structure on all forty
announcements, p,(t)=y, p,(t), where p,(t) refers to the polynomial for macroeconomic indicator &, and
Do(1) denotes a fixed baseline pattern. We calibrate the baseline pattern by fitting to a subset of the most
important announcements, resulting in (c,,c,,c,) =(2.0545,-0.5015,0.04309). As for the non-Fourier
calendar effect response patterns D, for the Japanese market opening we use J”’=6, P=1, p(J')=0, for
the Japanese lunch hour we use J”'=0 (i.e., it is just a standard dummy variable with no polynomial
response), and for the U.S. late afternoon during U.S. daylight saving time we use J//=60, P=2, and
PO)=p(J")=0-*

In closing this subsection, we note that we could have handled the volatility dynamics
differently. In particular, instead of estimating explicit parametric models of volatility dynamics, we
could have simply estimate equation (1) using heteroskedasticity and serial correlation consistent (HAC)
standard errors. We find that approach less attractive than the one we adopted, for at least three reasons.
First, we are interested not only in performing heteroskedasticity-robust inference about the coefficients
(done both by our WLS and by HAC estimation) in equation (1), but also in obtaining the most efficient
estimates of those coefficients (done by WLS but not HAC). Second, although HAC estimation is
asymptotically robust to residual heteroskedasticity of unknown form, its general robustness may come at
the price of inferior finite-sample performance relative to estimation of a well-specified parametric
volatility model.” Third, both the intra- and inter-day volatility patterns are of intrinsic financial
economic interest and hence one may want estimates of them (despite the fact that they are not central to
the analysis of this paper). Nevertheless, as a check on the robustness of our results to estimation
method, we also performed all of the empirical work in this paper using HAC estimation, with no change
in any of the qualitative results.

News Effects I: News Announcements Matter

The model (1)-(2) provides an accurate approximation to both conditional mean and conditional
variance dynamics. In figure 2 we show the actual and fitted average intraday volatility patterns, which

agree closely. However, the model contains so many variables, and lags of those variables, that it would

¥ The Japanese opening is at 8 pm Eastern daylight savings time, the Japanese lunch hour is 11 pm through 12:30
am Eastern daylight savings time, the U.S. late afternoon during daylight savings time is defined to start at 3 pm
Eastern daylight savings time.

? See Chesher and Jewitt (1987) and Rao (1970).



prove counterproductive to report all of the parameter estimates. Instead, in Figure 3 we present
graphically the results for the most important indicators, and we discuss those results (and some others)
in what follows.

Let us first consider the effects of U.S. macroeconomic news, as summarized in Figure 3.
Throughout, news exerts generally statistically significant influence on exchange rates, whereas expected
announcements generally do not. That is, only unanticipated shocks to fundamentals affect exchange
rates, in accordance with the predictions of rational expectations theory. Many U.S. indicators have
statistically significant news effects across all currencies, including payroll employment, durable goods
orders, trade balance, initial unemployment claims, NAPM index, retail sales, consumer confidence, and
GDP (advance).

The general pattern is one of very quick exchange rate conditional mean adjustment,
characterized by a jump immediately following the announcement, and little movement thereafter.
Favorable U.S. “growth news” tends to produce dollar appreciation, and conversely, which is consistent
with a variety of models of exchange rate determination, from simple monetary models (e.g., Mark,
1995) to more sophisticated frameworks involving a U.S. central bank reaction function that embodies a
preference for low inflation (e.g., Taylor, 1993).' One can see from the center panel of the first row of
Figure 3, for example, that a one standard deviation U.S. payroll employment surprise tends to appreciate
(if positive) or depreciate (if negative) the dollar against the DM by 0.15 %."" This is a sizeable move,
from both statistical and economic perspectives. On the statistical side, we note that only 0.7% of our 5-
minute returns show an appreciation or depreciation bigger than 0.10%. On the economic side, we note
that 0.15% is also large relative to the average DM/$ spread, which tends to be around 0.06% during the
period we study, as documented by Hasbrouck (1999, Table 1).

Now let us focus on the DM/$ rate in some detail, which is of particular interest both because of
its central role in the international financial system during the period under study, and because we have
news data on both U.S. and German macroeconomic indicators.'? First consider the effects of U.S.

macroeconomic news on the DM/$ rate. News announcements on a variety of U.S. indicators

' For most of our macroeconomic indicators, including those on which we primarily focus, the sign of a “good
shock” is clear: movements associated with increased real economic activity or decreased inflation are good.
Sometimes, however, it is not obvious which direction should be viewed as good, as perhaps with consumer credit.
! We interpret a one standard deviation surprise as “typical.”

'2 German news is the only non-U.S. news that is readily available from MMS.
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significantly affect the DM/$ rate, including payroll employment, durable goods orders, trade balance,
initial claims, NAPM index, retail sales, consumer confidence, CPI, industrial production, leading
indicators, housing starts, construction spending, factory orders, new home sales, and GDP (advance,
preliminary and final).

Now consider the effect of German macroeconomic news on the DM/$ rate.”® In sharp contrast
to the large number U.S. macroeconomic indicators whose news affects the DM/$ rate, only a very few
German macroeconomic indicators significantly affect it (M3 and industrial production). We conjecture
that the disparity may be due to the fact, detailed in Table 1, that the release times of U.S.
macroeconomic indicators are known exactly (day and time) but only inexactly for Germany (day but not
time). Uncertain release times may result in less market liquidity around announcement times and hence
less trading associated with announcements, ultimately resulting in less response to announcements.'*
Alternatively, reaction to German news might occur more slowly than for U.S. news, perhaps for a few
hours after the announcement, or it could occur gradually during the days and hours before the
announcement due to leakage, which is evidently more common in Germany than in the U.S. Our present
econometric framework would fail to detect such effects.

Most of the explanatory power of the exchange rate conditional mean model (1) comes from the
lagged values of the dependent variable and the contemporaneous news announcement. Hence, although
fifty-eight percent of the days in our sample contain a news announcement, to a good approximation the
news predicts only the direction and magnitude of the exchange rate movement during the 5-minute post-
release intervals, which correspond to only two tenths of one percent of the sample observations. To
focus on the the importance of news during announcement periods, we now estimate the model

R, =B.S, + ¢, 3)
where R, is the 5S-minute return from time ¢ to time 7+1 and S, is the standardized news corresponding
to announcement k (k=1,...,40) at time ¢, and we estimate the model using only those observations

(R, S,,) such that an announcement was made at time 7 .

" To a first approximation, German news is relevant only for DM/$ determination, in contrast to U.S. news, which
is relevant for the determination of all U.S. dollar exchange rates.

' Alternative explanations include (1) reaction to German news announced with variable release time may occur
more slowly than for U.S. news — perhaps for a few hours after the announcement -- which our present econometric
framework would fail to capture, and (2) greater pre-announcement leakage in Germany may results in adjustments
taking place gradually in the days and hours leading up to the announcement.
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We show the estimation results in Table 3, which contains a number of noteworthy features.
First, news on many of the fundamentals exerts a significant influence on exchange rates. This is of
course expected, given our earlier estimation results for equation (1) as summarized in Figure 3.

Second, unlike the R? values for equation (1), which are typically very small, the R? values for
equation (3) are often quite high. News announcements occur comparatively rarely and have a non-
negligible but short-lived impact on exchange rates; hence the R? in an equation such as (3) must be low
when computed across all 5-minute observations. In contrast, one naturally expects higher R? values
when computed using only announcement observations, although the precise size is of course an
empirical matter. Table 3 reveals R? values that are quite high, often around 0.3 and sometimes
approaching 0.6.

News Effects [I: Announcement Timing Matters

One might wonder whether, within the same general category of macroeconomic indicators,
news on those released earlier tends to have greater impact than those released later. To evaluate this
conjecture, we grouped the U.S. indicators into seven types: real activity, consumption, investment,
government purchases, net exports, prices, and forward-looking. Within each group, we arranged the
announcements in the chronological order described in Table 2. The conjecture is generally verified. In
the estimates of equation (3) within each indicator group, the announcements released earliest tend to
have the highest R? and statistically significant coefficients." In Figure 4 we plot the R? of equation
(3) within each indicator group, as a function of the release ordering. The clearly prevalent downward
slopes reveal that the early announcements have greater impact.

News Effects III: Responses Vary Systematically with the Size and Sign of the News

We have seen that news about macroeconomic fundamentals significantly affects high-frequency
exchange rates. Thus far we have allowed only for constant news effects, but it is natural to go farther
and ask whether the news effects vary with the size and/or sign of the surprise. To address this issue we
generalize equation (3) by allowing the impact response coefficient , to be proportional to the news
surprise S,,, allowing for a different constant of proportionality on each side of the origin, '’

Boe S, i S,<0

Bk = ) “4)
BlkSkt lf St>0'

'3 One exception is the nominal group; the consumer price index seems more important than the producer price
index, despite its earlier release date.

' Making B, a proportional rather than a linear function of S, , as we have done, desirably enforces the constraint
that zero surprises have zero impact.
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Inserting (4) into (3) yields the impact response specif